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This is the first tutorial in the "Livermore Computing to start" workshop. It is intended to provide only a brief overview of the wide and wide topic of parallel calculation, as a guide for the tutorials that follow him. As such, it only covers the basic notions of the parallel calculation, and is destined to someone who is only knowing the subject and that is
planning to participate in one or more of the other tutorials in this workshop. It is not intended to cover the parallel programming in depth, since this would require much time. The tutorial begins with a discussion on a parallel calculation - what is and how it is used, followed by a discussion on the concepts and on the terminology associated with the
parallel calculation. The arguments of parallel memory architectures and programming models are then explored. These arguments are followed by a series of practical discussions on a number of complex problems relating to the design and execution of parallel programs. The tutorial concludes with different examples of how to parallize several
simple problems. References are included for further self-studio. OverviewWhat is the parallel calculation? Serial computing? Serial computingTraditionally, the software has been written for serial calculation: a problem is interrupted in a discreet series of instructions for the instructions is performed sequentially one after the other later on a single
processoronly one can run at any time of timer Example: Parallel FuccutingIn the simplest way, the parallel calculation is the simultaneous use of multiple calculation resources to solve a computational problem: a problem is divided into discreet parts that can be solved in a series of a series of instructions instructions From each party they perform
simultaneously on different control mechanisms / overall coordination Processionorsan is used for example: the computational problem should be able to: be broken separately in discrete work pieces that can be solved simultaneously; perform more program instructions at any time; To be solved in less time H multiple calculation resources compared
to a single calculation resource. The computing resources are generally: a single computer with more processors / arbitrary number koresano of such computers connected by a computer computers velitively all autonomous computers today are parallel from a hardware perspective: multiple functional unit (cache L1, cache L2, branch , prefetch,
decoding, floating point, graphic processing (GPU), integer, etc.) multiple execution unit / coresmultiple Hardware threadsibm bg / g Compute chips with 18 core (PU) and 16 L2 The networks of cache unit (L2) connect More stand-alone computer (nodes) to make larger clusters for parallel computers. For example, the following scheme shows a
typical Parallel LLNL computer cluster: each calculation node is a multi-processor parallel computer in the calculation nodes are connected to the network with a purpose node of Infiniband NetworkSpecial, Even the multi-processor, are used for other FINSTHERE Most of the large parallel calculation of the world RS (SuperComPuter) are hardware
clusters produced by a handful of (mostly) well-known sellers. Source: Top500.org because Use the parallel calculation? The real world is massively complex the natural world, many complex and related events are happening at the same time, however within a temporal sequenceCompared for temporal calculation, the parallel calculation is much
more suitable for modeling, simulating and understanding Complexes, phenomena of the real world. For example, imagine to model these in series: main reasons for using the theory of parallel programming programs and / or the theory of money, launching more resources to a He will reduce his time to complete, with potential savings savings.
Computers can be built by economic components, raw material components. SOLVE of larger / more complex problems Humanitarian problems are so large and / or complexes that are not impossible to solve them using a serial program, particularly for memory of the Limited computer. Example: Example: Challenge problems "
(en.wikipedia.org/wiki/grand challange) that require Petaflops and Petabyte of computer resources. Example: Web search engines / databases that process millions of transactions Each pricebrovide competition The single calculation resource can only do one thing At a time. Multiple computer resources can do many things simultaneously. Example:
Collaborative networks provide a global place where people around the world can satisfy and conduct work "virtually". Advantage of resources to calculate non-local resources on one Vast area network, or even on the Internet when local calculation resources are scarce or insufficient.Esample: Seti @ Home (chediathome.berkeley.edu) has over 1.7
million users in almost all countries of the world. (May 2018). Make better use the computers underlying parallel hardwaremdern, even laptops, are parallel in architecture with multiple processors / core. The softwarePallel is specifically intended At parallel hardware with more nuclei, wires, etc. Cases, serial programs work on modern "waste"
potential computing power. Futurizing in the last 20 years, the trends indicated by increasingly fast networks, distributed systems and multi-processor computer architectures (also desktop level) clearly show this parallelism is the future of calculation. In this same period of time, there was a greater increase than 500,000x in the performance of the
supercomputer, without end currently in sight. The race is already active for Exascale Computing - we are entering Exascale was a source: Top500 .orgwho is using the parallel calculation? SCIENCE AND INGENGHT OF STUDYCONNISSORY, the parallel calculation has been considered "the high end of the calculation" and has been used to shape
difficult problems in many areas of science and engineering: atmosphere, earth, physical environmental - applied, nuclear, particle, matter condensed, high pressure, fusion, photonicobioscience, biotechnology, geneticchemistry, molecarine scienceology, seismaticiamechanical engineering - f prosthietici rom to spacecrecrephrelectric joinery, circuit
design, microelectronicscomputer science, mathematicsdefense, armidetridustrial and commercial In the development of fastest computers. These applications require the processing of large quantities of data in sophisticated ways. For example: "Big Data", Database, Mininvartificial data Intelligence (AI) Intelligence Intelligence (AI) Search Engines,
Web Imaging Business Services and DiagnosisPharmaceuticalFancial and cheap Graphics Modeling Modeling Graphics Graphics Graphics Graphics And Multi-national Graphics Verdicate, particularly in the video of Entertainment IndustryNeed videos and multidirectional technologies of technologiesCollaborrativo Ambientiglobbal
ApplicationSparallel Computing is now in use widely all over the world, in a wide variety of applications .. Source: Top500.Grorce: Top500.orgconcepts and TerminologyVon Neumann ArchitecturingMed After the Hungarian mathematician John Von Neumann who created for the first time the general general requirements for an electronic computer
in his documents of 1945. Altre known as "programmed computer programmed" - both instructions in the program and the data are stored in memory Electronics. It differs from previous computers that have been programmed through "hard wiring". Relative, practically all computers have followed this basic design: consisting of four main
components: MemoryControl UnabilityitMetic Logic Putinput / OutputRead / Write, the random access memory is used to store both program instructions and DataProgram instructions are coded data indicating to the computer to do something is simply information from From the ProgramControl unit retrieves the instructions / data from the
memory, decoding the instructions and then sequentially coordinates the operations to perform the programmed activity. The Dirithmetic Unit performs basic arithmetic operations / output is the interface for human operative information on its other remarkable results: results: Computer Follow this basic design yet, just multiplied in units. The basic
fundamental architecture remains the classical taxonomy of the same.flynn is a number of different ways to classify parallel computers. The examples are available in references. One of the most used classifications, in use since 1966, is called Flynn's taxonomy. Flynn's taxonomy distinguishes multi-layered computer architectures based on how they
can be classified along the two independent dimensions of the instruction stream and flow data. Each of these dimensions can only have one of the two possible states: single or multiple. The following matrix defines the 4 possible classifications based on the Flynn: single instructions, individual data (SISD) a serial computer statement (not parallel):
only one instruction the flow was agitated by the CPU during any Cyclesleole Date watch: Only a data flow is used as an entry during any cycterministic execution clock. This is the most ancient type of computer: previous generation mainframe, minicomputer, workstation and single / core processor PC. A, single instructions, more data (SIMD) A type
of parallel computer systems: all processing units perform the same instructions on any data clockultiple Date: each processing unit can work on an elementbest of different data suitable for specialized problems characterized From a high degree of regularity, such as graphics / image processing.synchronous (blockstep) and deterministic
executiontwo variety: process r array and vector pipelinesexamplesexamples: arrays processor: machines for thought cm-2, maspar mp-1 & mp-2 , Condotti iliac IVVector: IBM 9000, Cray X-MP, Y-MP & C90, Fujitsu VP, NEC SX-2, Hitachi S820, especially modern computers, especially those with graphic processing units (GPU) employ instructions
Simd and the execution units of multiple instructions and units, individual data (MISD) A type of parallel calculation system: each processing unit works independently of streaming of INSTRUC Separate ions. Data datile: a single data flow is fed into multiple processing units. It is possible that the actual examples of this parallel computer class ever
existed. Some conceivable uses could be: multiple frequency filters operating on a single StreamMultiple signal encryption algorithms that attempt to crack a single coded message. Implaining instructions, more data (MIMD) A type of parallel calculation system: each processor can perform a different streammultiple data system: each processor can
work with a different stirring data can be synchronous or asynchronous, deterministic or not determined by the Most common type of parallel computer - most modern supercomputers falls into this category.Examples: most current supercomputers, clusters for parallel computer networks and "grids", multi-processor SMP computer, multi-core PC.
Notes Many MIMD architectures also include the sub-component Simd execution under-computing terminology in general parallel all the rest, the parallel calculation has its own jargon. Some of the most commonly used terms associated with a parallel calculation are listed below. More than these will be discussed more detailed later. CPU
cuppontemassation consist of one or more core - a separate execution unit with your own instruction stream. Cores with a CPU can be organized in one or more sockets - each socket with its own distinct memory. When a CPU is composed of two or more sockets, usually the hardware infrastructure supports memory sharing through sockets.Nodea
standalone "computer in a box". Usually composed of multiples CPUs / processors Nuclei, memory, network interfaces, etc. The nodes are on the net together to understand a logically discreet section of supercomputer.taska. A task is generally a program or program instruction program that is performed by a processor. A parallel program is
consisting of more activity running on multiple processors. Pipipelinating an aspect appearance Phases performed by different processor units, with streaming inputs through, very similar to a mounting chain; A type of parallel memoryDescribes computing.Shared a computer architecture in which all processors have access to common directive
physical memory. In a certain sense of programming, it describes a model in which parallel activities have all the "images" of memory and can directly can directly access and access the same logic memory positions regardless of where physical memory in reality exists. Symmetric Multi-Processor Memory (SMP) Shared Hardware Architecture in
which multiple processors share a single address space and have equal access to all resources - memory, disk, etc.Distributed memory in hardware, refers to the memory access network based for Physical memory that is not common. As a programming model, activities can only logically "see" local machine memory and must use memory
communications to access other machines where other tasks are tasks executing.communicationsParallel typically need to exchange data. There are many ways in which this can be realized, for example through a shared memory bus or on coordination network.SynchronizationThe of parallel tasks in real time, very often associated
communications.synchronization usually involves waiting by at least one business, and can Then cause execution time Wall clock of a parallel application Increase.computational Granularityin Parallel Computing, Granularity is a quantitative or qualitative measure of the calculation report for Communication.coarse: relatively large amounts of
calculation work are made between eventualization: Relatively small calculation work quantities are carried out between the communication EventsObserved SpeedUpObserved speed increase of a code that was parallelized, defined as: Wall-Clock time of serial execution Wall-clock time execution in parallel one of the simplest
and most ut indicators Iiled for the performance of a parallel program. Parallel overloaded execution time required that is unique for parallel activities, as opposed to doing the useful work. Parallel overload can include factors such as: TASK START-UP TIMESYNCHRONIZATIONSDATA CommunicationSoftware overhead imposed by parallel
languages, libraries, operating system, resolution ETC.TASK TIMEMASSIVELY Parallel reports to the hardware comprising a given parallel system - having many processing elements. The meaning of "many" continues to increase, but currently, the largest parallel computers are made up of elements of numbering processing in the hundreds of
thousands to millions. Embarrassing (ideally) parallel to solve many similar tasks, but independent simultaneously; Little or no need for coordination between activities. Scalability refers to a parallel system (hardware and / or software) capacity to demonstrate a proportional increase in speed in parallel with the addition of greater resources. The
factors that contribute to the scalability include: hardware - especially the memory bandwidths of the CPU and network communication propertiesApplication AlgorithmParallel RelatedCharacteristics General of your specific applicationPotential advantages, limits and programming costs Parallel Law of Law Amdahl of Amdahl states that the potential

increase in speed of the program is defined by the fraction of the code (P) which can be parallelized: 1 Speedup = -------- 1 - p if neither of the code can be parallelized, p = 0 and the Increased speed = 1 (no speed increase). If all the code is parallelized, P = 1 and the speed increase is infinite (in theory) .IF 50% of the code can Parallelized, maximum
acceleration = 2, ie the code will be performed double fast.introducing the number of processors performing the parallel fraction of the work, the report can be modeled by: 1 Speedup = ---------- -P + S --- N where P = parallel fraction, n = number of processors and s = serial fraction. It soon becomes obvious that there are limits to the scalability of
parallelism. For example: SPEEDUP np=.50p=.90p==P =.99 - 1.82 5.26 6.89109.17 100 1.98 9.17 16.80 50.25 1,000 1.99 9.91 19.62 90.99 10,000 1.99 9.91 19.96 99.02 100,000 1.99 9.99 19.99 99.90 quote "Famous": you can spend a lifetime getting 95% of the code for be parallel, and never

better reach 20x increase in speed, no matter how many processors you throw at it, however, some problems show improved performance by increasing the size of the problem. For example: 2D grid calculations Parallel fraction 85/2 85% of mass fraction 15 seconds 15%, we can increase the size of the problem by doubling the size of the grid and
halve the time step. This results in four times the number of grid points and double the number of time steps. The times then resemble: Parallel 2D grid calculations fraction 680/2 97.84% of population of series 15/2 2.16% problems that increase the percentage of time in parallel with their size are more scalable problems with a fixed percentage of
time.Complexity parallel in general, more complex applications in parallel corresponding serial applications area. Not only do you have more instruction execution streams at the same time, but it's also the flow of data between them.The the complexity costs are measured over time programmer in virtually every aspect of the software development
cycle: DesignCodingDebuggingTuningMaintenanceAdhering of "good" software development practices is essential when developingA parallel applications.Portability by standardizing on several APIs such as MPI, OpenMP and POSIX threads, of portability issues with parallel programs are not as serious as in past years. However ... All the usual
portability issues associated with serial programs apply to parallel programs. For example, if you use sellers "enhancements" to Fortran, C or C ++, portability will be a problem.Even Are there rules for different APIs, implementations differ in some details, sometimes to the point of requiring changes in the ordering code effect portability.Operating
systems may play a key role in the portability of the code issues.Hardware architectures are typically highly variable and can affect portability.Resource Requirements the primary intent of parallel programming is decrease execution wall clock, but in order to achieve this , you need more CPU time. For example, a parallel code that runs in 1 hour of 8
processors actually uses 8 hours of CPU time.The amount of memory required can be greater for parallel codes of serial codes, due to the need to replicate data and for overheads associated parallel support libraries and short subsystems.For running parallel programs, there may actually be a decrease in performance compared to a similar
implementation serial. The costs associated with the parallel environment configuration, creation of activities, communications and termination activities may include a significant portion of the total execution time for short runs.Scalability Two types of scaling based on the solution time: resizing strong and weak scaling.Strong scaling (Amdahl): the
total size problem Detail fixed as more processors are added.Goal is run the same problem fasterPerfect size means scaling problem is solved in 1 / P time (compared to serial) weak scaling (Gustafson): the size problem for stays fixed processor as more processors are added.A the total problem size is proportional to the number of processors
used.Goal is to perform biggest problem in the same amount of timePerfect means Px problem scaling performed simultaneously with single RAYanthe ability of a processor performance of the parallel program is the scale the result of a series Related factors. The simple addition of multiple processors is rarely the Answer.The algorithm can have limits
related to scalability. At one point, the addition of greater resources makes the performance to decrease. This is a situation common to many parallel applications.hardware factors play a significant role in terms of scalability. Examples: CPU CPU memory bus a memory bandwidthAmount network SMP machineCommunications available in a given
machine or set of clock machinesProcessor speedParallel support libraries and subsystems software can limit the independent scalability of your application. Architectures of Parallel Memory shared memory computer Main Features Shared Memory Parallel computers vary widely, but generally have in common the ability to all processors to access all
memory as global address space. The global processors can operate independently but share the same memory resources. The position carried out by a processor is visible to all other processors. The shared memory machines have been classified as UMA and NUMA, depending on the times of access to the memory. of (UMA) memory to memory
access most commonly represented today by Machines symmetric multiprocessor (SMP) accessory and access times to memorysometimes called cc-uma - Uma consistent cache. Cache coherent means if one processor updates a location in shared memory, all other processors know the update. the cache coherence is accomplished hardware level.Non-
Uniform Memory Access (NUMA) often made physically connecting two or more SMPsOne SMP can directly access memory of another SMPNot all processors have equal access time to all memoriesMemory access through connection is slowerIf cache coherency is maintained, then it can also be called CC-NUMA - cache coherent NUMA Advantages
of global address space provides a user-friendly programming perspective for memoryData sharing between the business is both fast and uniform because of memory proximity to CPUsDisadvantages main drawback is the lack of scalability between memory and CPUs. Adding more CPUs can geometrically increases traffic on the location of the shared
CPU memory and the cache coherent systems, geometrically increase the traffic associated with management.Programmer responsibility cache / memory synchronization constructs that provide access "correct "World-class Features memory.Distributed general memory as the shared memory systems, distributed memory systems vary widely but
share a common characteristic. distributed memory systems require a communication network for connecting memory.Processors inter-processor have their own local memory. Memory addresses in one processor do not map to another processor, so there is no concept of global address space on all processors. © Because each processor has its own
local memory, it works independently. The changes bring to its own local memory have no effect on memory of other processors. Then, the cache access data processor needs it apply.When concept of coherence in another processor, usually is up to the programmer to explicitly define how and when the data is communicated. Synchronization between
tasks is just as responsibility.The network "fabric" of the programmer used for data transfer varies widely, although it may be as simple as Ethernet.Advantages memory is scalable with the number of processors. Increase the number of processors and memory size increases proportionately.Each processor can quickly access their memory without
interference and without the overhead incurred with trying to maintain its global cache coherency.Cost effectiveness: can use commodity, off-the -Shelf processors and networking.Disadvantages The programmer is responsible for many of the details associated with data communication between processors.It can be difficult to map existing data
structures, based on global memory, Memory Access times to memory Organization.Non uniforms - The data that reside on a remote node takes longer to access Nodes Data.Hybrid Local Distributed-shared General Memory Features The largest and fastest computers today they employ both shared and distributed memory architectures. The shared
memory component can be a shared memory machine and / or graphic processing unit (GPU). The distributed memory component is networking of multiple multiple Memory / GPU machines, which only know about your memory - not memory on another machine. Therefore, network communications are required to move data from a machine to
another.Current trends seem to indicate that this type of memory architecture will continue to prevail and increase in the high-end of the calculation for predictable futures.advantages and disadvantages anything It is common to both shared and distributed memory architectures.Increased scalability is an important ADVANTAGEINCREASED
complexity programmer is an important models programming DisadvantageParallel overview there are different parallel programming models of common use: shared memory (wireless) threadsistributed memory / message program Passingdata Parallelhybridsingle Multiple Date (SPMD) There are multiple multiple data program (MPMD) Parallel
programming models as an abstraction over the hardware and memory archectures.although may not seem evident, these models are not specific for a particular type of architecture of the machine or the memory. In reality, any of these models can (theoretically) be implemented on any underlying hardware. Two examples of the past are discussed
Below.shared memory model on a Memory machine distributed Kendall Square Research (KSR) Allcache Approach. Machine memory was physically distributed on machines connected to the network, but appeared for the user as a single shared memory space of global addresses. Generically, this approach is indicated as "shared virtual memory".
memory model on a distributed shared memory machine Message Passing Interface (MPI) on SGI Origin 2000. The SGI Origin 2000 employed the CC-NUMA type of shared memory architecture, in which each activity has direct access to the global spread of addressing space All machines. However, the possibility of sending and receiving messages
using MPIs, as commonly done on a network of distributed memory machines, was implemented and commonly used. Which model to use? This is often a combination of what is available and personal choice. There is no "best" model, although there are certainly better implementations of some models than others.The following sections describe each
of the models mentioned above, and also discuss some of their actual implementations.Shared memory model (Wireless) In This programming the model, processes / activities share a common address space, which they read and write to asynchronously.various mechanisms as locks / traffic lights are used to control access to shared memory, dispute
to solve and prevent the tender conditions and deadlocks.this is perhaps the simpler the parallel programming model.an advantage of this model from the programmer's point of view is that the notion of data of "proprieta" that is missing, so there is no need to specify in Explicit way data communication between activities. All processes to see and
have equal access to shared memory. Program development can often be simplified.An major disadvantage in terms of performance is becoming more difficult to understand and manage data locality: Keep local data to process that works on it conserves memory accesses, cache refreshes and trafficking Buses that occurs when more processes use the
same data.unfortunately, checking data fraction is difficult to understand and can be beyond the control of the middle user.implementations: on single shared memory machines, native operating systems, compilers and / or hardware provide support For shared programming memory. For example, the POSIX standard provides an API for the use of
shared memory, and provides UNIX shared memory segments (shmget, shmat, etc.) Distributed memory machines .on, the memory is physically distributed through a network of machines, but global yield through specialized hardware and software. A Variety of SHMEM implementations are available: Model This programming model is a type of
shared memory programming.in parallel programming wires model, a single "heavy" process Power power The more "lightweight", execution paths competitor. For example: the main program a.out is scheduled to run the native operating system. A.out loads and acquires all necessary systems and user resources to run. This is the "heavy weight"
.A.Out process performs a serial work and then creates a number of activities (threads) that can be scheduled and performed by concurrently operating system. Each thread has local data, but also shares the Whole a.out resources. What saves the resource associated with the replication overhead of a program for each wire ( "light"). Each thread also
benefits from a global memory because © view shares the memory space of the thread A.out.a work could best be described as a subroutine in the main program. Any thread can execute any subroutine at the same time as other thread.Threads communicate with each other through the global memory (updating address) positions. What it requires
synchronization constructs to make sure that no more than one thread is updating the same global address at any time. The changing may come and go, but a.out remains present to provide shared resources necessary until the application is complete. programming perspective, threads implementations commonly includes: a library of subroutines
that are called by a series of parallel CODEA origin of compiler directives inserted in source code serial or parallel Both cases, the programmer is responsible for determining the parallelism ( although compilers can sometimes help). The threaded implementations are not new in the calculation. Historically, hardware vendors have implemented their
own proprietary versions of threads. These implementations differed substantially from each other making it difficult for programmers to develop portable threaded applications. Portable standardization efforts have resulted in two very different implementations of threads: Thread and Posix threads and threads OpenMP.posix specified by the IEEE
POSIX standard 1003.1c (1995). Just linguaggio.Part language of the operating system UNIX / LinuxLibrary bassibriati reference as pthreads.Voldo explicit parallelism; It requires significant programmer Attention to dettaglio.OpenMP It's the industry standard, defined and approved jointly by a group of leading hardware vendors and computer
software, organizations and individual identification of the Directive on the uniform, including Unix and Windows Platform available in ¢ / ¢ ++ and fortran ImplementazioniCan are very easy and simple to use - provides for "incremental parallelism." You can start with the serial number. Other threaded implementations are common, but not discussed
here: Microsoft Threadsjava, thread ThreadsCuda Python for information GPUSmore Distributed Memory / Message Model Continuous Model This model shows the following characteristics: a series of activities using its own local memory during the memory calculation. Most activities can reside on the same physical machine and / or on an arbitrary
number of macchine.tasks data exchange through the communications by sending and receiving messages. The transfer usually requires cooperative operations to be performed by each process. For example, a send operation must have an operation corresponding reception. Implementamenti: from a programming perspective, the passing
implementations of the messages usually include a subroutine library. The calls to these subroutines are interned in the source code. The programmer is responsible for determining all parallelism. IStoricamente, a variety of libraries that pass messages were available 80s. These implementations differ substantially from one another, making it
difficult for programmers to develop portable applications. In 1992, the MPI Forum was trained with the main objective of establishing a standard interface for passage implementations of messages. PART 1 of the message passage interface (MPI) published in 1994. Part 2 (MPI- 2) was published in 1996 and MPI-3 in 2012. All MPI specifications are
available on the Web AA It is the "de facto" industrial standard for the passage of messages, replacing practically all other implementations of passing the message used for production work. MPI implementations exist for practically all popular parallel calculation platforms. Not all implementations include everything in MPI-1, MPI-2 or MPI-3.The
information MPI Tutorial: computing.llnl.gov/Tutorials/MPidata The parallel model can also be defined as the PGAS Global space model (PGAS) . The Data Parallel model demonstrated the following characteristics: the address space is treated globally of parallel work focuses on performing operations on a data set. The data set is typically organized in
a common structure, such as an array or a cube. Attivities set up collectively on the same data structure, however, each activity works on a different partition of the same data structure. Perform the same operation on their work partition, for example, "Add 4 to each element of array". A shared shared memory architecture, all activities could have
access to data structure through global memory. The distributed memory architectures, the global data structure can be logically divided and / or physically through activity. Implementation: Currently, there are several parallel programming implementations in various phases of developments, based on the parallel model / PGAS.COARRAY
FORTRAN: a small series of extensions to FORTRAN 95 for SPMD parallel programming. Employee from the compiler. Further information: Parallel C (UPC): an extension of the C programming language for SPMD Parallel programming. Employee from the compiler. More information: Arrays: provides a shared memory-style programming
environment in the context of distributed array data structures. Public domain library with ligatures C and FORTRAN77. Additional information: a parallel programming language based in PGAS was developed by IBM at the Thomas J. Watson Research Center. Additional information: a parallel open source programming language project was driven by
ray. Additional information: Model A hybrid model combines more than one of the previously described programming models.currently, a common example of a hybrid model is the combination of the message pass model (MPI ) With the thread model (OpenMP). Performs computationally intensive kernels using local data data, on-nodes between
processes on different nodes occurs on the network using the Mpithis hybrid model lends itself well to the most popular (currently) hardware environment of multi / many main machines. A similar and more popular example of a hybrid model uses MPI with CPU-GPU programming (graphic processing). The programming activities. MPLI are
performed on CPUS using the local memory and communicating with each other on a network kernel. Uploaded to GPU on -Node.Data Exchange between Node-Memory Local and GPU uses CUDA (or something equivalent). Other hybrid models are common: MPI with PthreadSpi with accel non-gpu incorrers ... SPMD and MPMD Single Program Data
multiple data (SPMD) SPMD is actually a "high level" programming template that can be built on any combination of the program of parallel programming previously mentioned. Programming program: All activities perform their own copy of the same program simultaneously. This program can be thread, passage of messages, parallel data parallel or
hybrid.multiple.: All activities can Different DatasPMD programs usually have the logic necessary programmed in them to allow different branch or conditional activities only perform those parts of the program that are designed to execute. That is, tasks don't necessarily have to perform the entire program - maybe just a portion of it. The SPMD
model, using the message passage or hybrid programming, is probably the most commonly used parallel programming model for multi-node clusters. Multiple multiple program Data (MPMD) As SPMD, MPMD is actually a "high level" programming model that can be built on any combination of parallel programming already cited models.multiple
program: tasks can run different programs simultaneously. The programs can be wire, passage of messages, parallel data or data hybrid.multiple: all activities can use different datampmd applications are not common as SPMD applications, but can be more suitable for some types of problems, especially those who lend themselves Better functional
decomposition decomposition of the domain (discussed further under partitioning). Indiguesigning parallel automatic programs vs. Parallelization manual Creating and processing Parallel programs is typically a very manual process. The programmer is typically responsible both to identify and actually implement parallelism.Very often, developing
parallel codes manually is a time, complex, subject to errors and iterative process.For a number of years, various tools have been available To assist the programmer with conversion of serial programs into parallel programs. The most common tool type used to automatically parallize a serial program is a parallelization or pre-processor compiler. The
identification inhibitors for parallelism and, possibly, a weight-weighting on need or less parallelism would actually improve performance.Loops (do, per) are the most frequent target for Automatic Parallelization.Programmer Directed using "compiler directives" or , possibly, compilation flag, the programmer explicitly says the compiler as to
parallelize the code.May can be used in combination with a certain degree of automatic parallelization Also.The most common parallelization compiler generated is performed using Common Node Memori A and wires (like OpenMP). If you are beginning with an existing serial code and have time or budget constraints, so automatic parallelization can
be the answer. However, there are some important warnings that apply to automatic parallelization: incorrect results can be producedperformance can actually degrademuch less flexible manual parallelizationlimited to a subset (mainly loops) of codemay reality no code parallelize if the compiler analysis suggests that there are inhibitors or The code
is too complexthe rest of this section refers to the manual method to develop codes.understand parallel the problem and program program = algorithms + + data (hardware) without a doubt, the first step in the development of parallel software is that of Understand the problem before you want to resolve in parallel. If you start with a standard
program, this means understanding the code of ALSO.Before spending existing time, in an attempt to develop a parallel solution for a problem, determine if the problem is one that can actually be parallelized.example of a Easy problem-to-parallelize: calculate potential energy for each of the different thousands of independent conformations of a
molecule. Once done, find the conformation of minimal energy. This problem can be solved in parallel. Each of the molecular conformations is independently determinable. The calculation of minimum energy conformation is also a parallelisable problem. Example of a problem and algorithm with little to any parallelism: calculation of the first 10,000
members Theea Fibonacci series (0.1,1,2,3,5,813,21, ...) by using the formula : F (n) = f (n-1) F (N-2) The calculation of the value F (N) uses those both F (N-1) and F (N-2), which must be calculated first. An example of a parallel algorithm to solve this problem (using the binet formula): where to identify hot points of the program: Know where most of
the actual work is being done. Most scientific and technical programs generally make the most of their work in a few few And performance analysis tools can help Herefocus for parallelilizzazione hotspots and ignore those sections of the program representing the small CPU.Innividi use of the program bottlenecks: there are areas that are
disproportionately slow, or stop the cause parallelizable work or defer? For example, I/ O is usually something that slows down a program. Being possible to restructure the program or use a different algorithm to reduce or eliminate unnecessary slow areas identified for parallelism inhibitors. A common class of inhibitor is the dependence of the data,
as demonstrated by the sequence of Fibonacci at the top. Investigate other algorithms if possible. This may be the single most important consideration when designing an application parallel. The advantage of parallel software third-party optimized and highly optimized math libraries available from major vendors (IBM's ESL, Intel's MKL, AMD's
Amcl, etc.). Partitioning of an early Steps in designing a parallel program is to break the problem into "blocks" of decent work that can be distributed to more activity. This is known as decomposition or partitioning. There are two basic ways to partition computational work among the parallel activities: the domain decomposition and decomposition
funzionali.dominio decomposition in this type of partitioning, the data associated with a problem are decomposed. Each parallel task then works on a portion of the data. There are several ways for data partition: functional decomposition in this approach, the focus is on the calculation to be executed rather than on the data manipulated by the
calculation. The problem is decomposed according to the job that needs to be done. Each task then performs a part of general work. Functional decomposition lends itself well to problems that can be divided into different tasks. For example: the modeling of ecosystem each program calculates the population of a given group, where the group's growth
depends on that of its neighbors. With the passage of time, each process calculates its current state, and then exchanges information with the near populations. All activities are progressing then to calculate the state to the next stage. Signal processing A set of audio signal data is passed through four distinct computational filters. Each filter is a
separate process. The first segment of the data must pass through the first filter before passing per second. When it does, the second segment of the data passes through the first filter. When the fourth data segment is in the first filter, all four tasks are busy. Climate Modeling Each model component can be thought of as a separate task. The arrows
represent the exchange of data between components during the calculation: the atmosphere model generates wind speed data used by the model of the ocean, the ocean model generates temperature data of the surface of the sea that are used by the atmosphere model , and so on. By combining these two types of decomposition of the problem it is
common and naturali.Comunicazioni needing communications? The need for communications between tasks depends on your problem: it is possible that communication, some types of problems can be decomposed and executed in parallel with virtually no need for activities to share data. These types of problems are often called embarrassingly
parallel - little or no communication or no communication is required. For example, imagine an operation of image processing in which each pixel in an image in black and white must have its own color reversed. The image data can be easily At more activity that then act independently of each other to make their portion of work. Most parallel
applications are not so simple and require activity to share data with each other. For example, a 2-D heat diffusion problem requires a business to learn about the temperatures calculated by the activities that have neighboring data. Changes to neighboring data have a direct effect on task data. Factors to consider There are a number of important
factors to consider when you design your own Communications Inter-Task: Communication Inter-task overhead communication implies practically always in the head. Machine Cycles and resources that could be used for the calculation are instead used to pack and transmit transmission data frequently require a type of synchronization between the
activities, which They can cause activities to spend time "waiting" instead of doing communication work Communication traffic can saturate the bandwidth of the available network, additional aggravating performance problems. The guarantee of the latency bandwidth is the time required to send a minimum message (0 bytes) from point to to point b.
Commonly expressed as Microseconds.Bandwidth is the quantity of data that can be communicated by time unit. Commonly expressed as Megabyte / sec or gigabyte / sec.Sending many small messages can cause latency to dominate general communication costs. Often it is more efficient to package small messages in a larger message, thus increasing
the effective communication bandband. Visibility of communications with the message pass model, communications are explicit and generally visible and under the control of the programmer. With the Parallel Data model, communications often occur in a transparent way to the programmer, in particular on distributed memory architectures. The
programmer may not even be able to know exactly how Inter-Task communications are performed. Synchronous synchronous communications of asynchronous communications require a certain type of "handshaking" among the activities that share data. This can be explicitly structured in the code by the programmer, or it can happen at a lower level
unknown to the programmer. The communicationisynchronous communications are often referred to as block communications as other jobs must wait until the communications have been completed. Synchronous communications allow you to transfer data transfer activities regardless of each other. For example, task 1 can prepare and send a
message to task 2, then immediately start doing something else. When the 2 task actually receives the data no matter. Communicazionelncronous Communications are often indicated as non-blocking communications as other jobs can be performed while communications are taking place. The interactive interior calculation is the largest advantage for
the use of asynchronous communications. The purpose of communications knowing which activities must communicate with each other is fundamental during the design phase of a parallel code. Both the two purposes described below can be implemented synchronously or asynchronously. Point point - involves two activities with a business that acts
as the sender / data producer and the other that acts as a receiver / consumer. Collective - involves data sharing between two tasks, which are often specified as members In a common or collective group. Some common variations (there are more): Communications efficiency of often, the programmer has choices that can affect communications
performance. Only some are mentioned here. Should the implementation be used for a certain model? Using the model that passes the model as an example, an MPI implementation could be faster on a specific hardware platform than another. Should the type of communication operations be used? As mentioned above, asynchronous communication
operations can improve the General Performance.Network program in fabric - different platforms use different networks. Some networks perform better than others. The choice of Platform with a faster network could be an option.Overhead and completeness Finally, understand that this is just a partial list of things to consider! Synchronization
Manage the work sequence and activities that take place is a critical design consideration for most parallel programs. It can be a significant factor for program performance (or lack of it) often requires "serialization" of the program segments. Synchronization barrier types usually implies that all activities are commissions behave performs its work
until the barrier reaches. Then stop, or o The last task reaches the barrier, all activities are synchronized. What happens from here varies. Often, you need to run a serial work section. In other cases, tasks are released automatically to continue their work.Lock / traffic light can lead to any number of taskstypically used to serialize (protect) access to
global data or a code section. Only one task at a time can use (own) block / traffic light / flag. The first task to acquire the "tax" block. This activity can therefore safely (in series) access the data or protected code. Other tasks can attempt to acquire the lock, but must wait until the operation has the released block. CAN to lock or not block.
Communication operations synchronize only those activities implementation of a communication operation. When a business performs a communication operation, some form of coordination is required with other communication participating activities. For example, before a business can perform a sending operation, you must first receive a
recognition from the receiving activity that is ok send.Discussed previously in the Communications.data Dependencies section Definition a dependency exists between the program instructions when 1 Declaration order Run affects the results of the program. A data addiction results from multiple use of the same position in the storage of different
activities. The different activities are important for parallel programming because they are one of the primary inhibitors for parallelism. The dependence on the loop transported. Do j = mystart, myend a (j) = a (j-1) * 2.0 end the value of a (j-1) must be calculated before the value of a (j), then a (j) has a given addiction from A (J-1). Parallelism is
inhibited. If task 2 has a (j) and activity 1 has a (J-1), the calculation of the correct value of A (J) requires: architecture of the distributed memory - Activities 2 must obtain the value of A (J-1) from 'Activity 1 After Task 1 Ends its calculation fixed memory architecture - Activities 2 must read A (J-1) after Activities 1 Updates Updates Dependency
Activities Independent Data Itloop Activity 1 Task 2 ------ --- ---- x=2x=4....Y=x%*2y=x% 3 as with the previous example, parallelism is inhibited. The value of y depends on: architecture of the distributed memory - if or when the X value is communicated between the activities. Architecture of the shared memory - which activity lasts the value
of X last. However, all data dependencies are important to identify when designs parallel programs, the dependencies transported cycle are particularly important since the loops are possibly the most common goal of parallelization efforts. How to manage dependencies of distributable data memory architectures - Communicate the data requested to
synchronization points. Shared memory architectures -Synchronize Read / Writing Operations between activities. The balance refers to the practice of distributing approximately equal amounts of work between the tasks so that all tasks are kept busy all the time. It can be considered a minimization of the inactivity time of the task. Balancing is
important for parallel programs for performance reasons. For example, if all the activities are subject to a barrier synchronization point, the lowest activity will determine the general performance. During the achievement of the load balancing the work partition that each activity receives for array / matrix operations in which each activity performs a
similar job, evenly distribute the similar data set between activities. For loop iterations in which the work done in each It is similar, uniformly distribute the iterations through activities. If you use a heterogeneous mix of machines with variable performance features, make sure you use a certain type of performance tool analysis to detect any load
imbalances. Adjust the work accordingly. Use dynamic work assignment Some problems classes cause load imbalances even if the data is evenly distributed between tasks: scattered array - some activities will have actual data to work up while others have more "zeros". Grid methods - Some activities may be needed to perfect their shirt while others
do not come. N-Body simulations - - It can migrate through the domains of activities that require more work for some activities. When the quantity of work will perform each activity is intentionally variable, or it is not able to be expected, it may be useful to use a scheduler-task pool approach. Because every task ends his work, he receives a new piece
from the work queue. Ultimately, it may be necessary to design an algorithm that detects and manages the load imbalances as they occur dynamically within the Code.Granularity Computation / Communication Ratio in parallel calculation, granularity is a qualitative measure of the report of the communication calculation. Periods of the calculation are
typically separated from periods of communication by event synchronization. The parallelism of the grain-fine-grain is performed in a relatively small way of computational work among communication events. Computation to the communication ratio. It facilitates load balancing. Implement high high communication and less opportunities for
performance improvement. If the granularity is too good it is possible that the overload required for communications and synchronization between the activities requires more time than the calculation. The relatively large raw grain parallelism quantity of computational work are executed between the Eventshigh Computation communication /
synchronization Computation at Communication Rationimplies PiA ™ opportunity € for the annulment performance reference for the Bacanizer Environmentally backing? The most efficient granularity depends on the algorithm and the hardware environment in which it is performed. In most cases the overload associated with communications and
synchronization is high compared to the execution speed, so it is advantageous to have granularity grenarity. Grain wheat parallelism can help reduce general expenses due to the unbalance load. The negative negative I / O operations are generally considered as inhibitors in parallelism.I / o operations require orders of quotary time than operations of
memory. I / Oparlall systems can be immature or not available for all platforms. An environment in which all activities allow the same file space, writing operations can lead to file overwriting. Operations can be affected by the capacity of the file file to manage more reading requests at the same time. I must be conducted above the network (NFS, not
local) can cause serious bottlenecks and even the servers of the files of Crash. The good news The parallel I / O programming interface specification for MPI has been available since 1996 as part of MPI-2. Seller implementations and "free" are now commonly available. Some posts: Rule No. 1: Reduce the overall I / O more as possible. If you have
access to a parallel file system, use it. Writing large data pieces rather than small blocks are usually significantly more efficient .FEWER, larger files performs better than many small files. Key to specific serial work portions, then use parallel communications to distribute data At parallel activities. For example, activity 1 could read an input file and
then communicate the data requested to other activities. Similarly, the task 1 could perform writing operation after receiving the data requested by all other activities. Wide the I / O operations through the activities - instead of having many activities to perform I / O, have a subset of performed tasks. Debug parallel codes can be incredibly difficult,
particularly when the codes crash upwards. The good news is that there are some excellent debugger available to attend: Threaded - Pthreads e / acceleratorHybridlivermore / acceleratoryHybridlivoremore processing users have access to different parallel debug tools installed on LC clusters: TotalView from Roguewave SoftwareDDT from
Alineainspector from Intelstack Trace (STAT) analysis tool - developed locally to LLNLall of these tools has a curve has a curve of learning associated with them. For details and start information, see: Performance analysis and tuning Parallel examples Examples of array Array processing This example shows calculations on 2-dimensional array
elements; A function is evaluated on each array element. The calculation on each array element is independent of ELEMENTS.The problem matrix is computationally intensive program.The serial calculates an element at a time in the sequential Order.Serial code could be in the form: DOJ =1, NDOI =1, NA (I,]) = FCN (I, j) end to ask questions to
ask: ?? It is this problem that can be parallelized what would be the problem be partitioned are the necessary communications there are data dependencies there are no load balancing synchronization needs to be a parallel concern ???? Solution 1 The calculation of elements is independent one from the other - leads to a awkward parallel element
solution.arrays are uniformly distributed so that each process has a portion of the matrix (sub-machine). Distribution regime is chosen for access of efficient memory; for instance. Pass unit (step 1) through the subrays. Falcious Unit Maximize Cache / Memory Usage.Since It is desirable to have a stepper drive through Sottarray, the choice of a
distribution system depends on the programming language. See the block - cyclical schema distributions for options. independent calculation of array items ensures that there is no need for communication or synchronization between tasks.Since the amount of work is equally distributed between processes, there should be no balance of the
concerns.After the array is distributed, each operation Performs the portion of the loop corresponding to the data that Owns.for example, both Fortran (Column-Major) and C (row-major) block distributions: Column-major: do j = mystart, myend do i = 1, na (i, j) = fcn (i, j) end do end do row-important: for i (i = mystart; i
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