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Default	IP	subnets	contain	too	many	IP	addresses.	Most	networks	do	not	need	such	a	large	number	of	IP	addresses.	If	they	use	default	IP	subnets,	all	unused	IP	addresses	will	waste.	Subnetting	solves	this	problem.	It	allows	us	breaks	default	IP	subnets	as	per	network	requirement	and	size.	An	IP	address	contains	two	addresses:	network	address	and	host	address	.	A	network	address	is	a	group	address.	All	IP	addresses	in	an	IP	group	have	the	same	network	address.	A	host	address	is	a	node	address.	All	IP	addresses	in	an	IP	group	have	different	host	addresses.
An	IP	group	is	known	as	an	IP	subnet.	We	use	an	IP	address	with	the	subnet	mask.	A	subnet	mask	separates	the	network	address	from	the	host	address.	Both	an	IP	address	and	subnet	mask	are	32	bits	in	length.	They	arrange	bits	into	four	parts.	Each	part	is	known	as	an	octet	and	contains	8	bits.	Octets	are	separated	by	periods	and	written	in	a	sequence.	A	subnet	mask	assigns	an	individual	bit	for	each	IP	bit.	A	subnet	mask	bit	can	be	either	on	or	off.	The	value	zero	represents	an	off	bit.	The	value	one	represents	an	on	bit.	An	off	bit	represents	a	host	bit	in	the
IP	address.	An	on	bit	represents	a	network	bit	in	the	IP	address.	There	are	two	popular	notations	to	write	the	IP	address	and	subnet	mask:	Decimal	notation	and	Binary	notation.	The	following	table	lists	the	relationship	between	subnet	mask	value	and	IP	bits.	Notation	Subnet	Mask	value	IP	bit	Decimal	1	to	255	Network	0	Host	Binary	1	Network	0	Host	Examples	of	IP	addresses	with	the	subnet	mask	in	binary	format	00001010.00001010.00001010.00001010	11111111.00000000.00000000.00000000	10101100.10101000.00000001.00000001
11111111.11111111.00000000.00000000	11000000.10101000.00000001.00000001	11111111.11111111.11111111.00000000	Examples	of	IP	addresses	with	the	subnet	mask	in	decimal	format	10.10.10.10	255.0.0.0	172.168.1.1	255.255.0.0	192.168.1.1	255.255.255.0	Reserve	IP	classes,	network	bits,	and	host	bits	Each	IP	address	belongs	to	a	predefined	IP	class.	There	are	five	predefined	IP	classes;	A,	B,	C,	D,	and	E.	From	these	classes,	classes	D	and	E	are	reserved	and	cannot	be	used	in	Subnetting.	In	classes	A,	B,	and	C,	the	first	8,	16,	and	24	bits	are
reserved	for	the	network	portion,	respectively.	These	classes	also	reserve	the	last	two	bits	for	the	host	portion.	We	can	not	use	reserve	bits	for	subnetting.	After	excluding	reserved	network	and	host	bits,	the	remaining	bits	are	considered	subnetting	eligible	host	bits.	We	can	use	only	subnetting	eligible	host	bits	for	subnetting.	Network	address	and	Broadcast	address	Every	IP	network	needs	two	specific	addresses	network	address	and	broadcast	address.	A	network	address	represents	the	network	itself,	while	a	broadcast	address	represents	all	the	hosts	in	the
network.	We	can	not	assign	these	addresses	to	any	individual	host	in	the	network.	Since	each	IP	subnet	requires	these	two	addresses,	this	requirement	increases	if	we	break	the	IP	subnet	into	IP	subnets.	Network	and	broadcast	addresses	are	also	known	as	Network	ID	and	broadcast	ID,	respectively.	Valid	host	addresses	All	addresses	between	the	network	and	broadcast	addresses	are	known	as	valid	host	addresses.	Any	device	that	uses	the	IP	protocol	to	transfer	data	needs	a	valid	host	address.	We	can	assign	only	valid	host	addresses	to	end	devices	such	as
computers,	laptops,	tablets,	smartphones,	IP	phones,	servers,	printers,	terminals,	IP	cameras,	and	networking	devices	such	as	switches,	routers,	firewalls,	and	proxy	servers.	Block	Size	Block	size	is	the	sum	of	network	addresses,	valid	host	addresses,	and	broadcast	addresses.	For	example,	if	we	have	six	valid	host	addresses,	the	block	size	will	be	8	(1	network	address	+	6	valid	host	addresses	+	1	broadcast	address).	Power	of	2	An	IP	address	is	a	combination	of	32	binary	bits.	Understanding	how	many	combinations	the	number	of	bits	provides	or	to	get	the
number	of	combinations	how	many	bits	we	need	is	the	essential	step	of	subnetting.	In	an	IP	address:-	A	combination	of	all	32	binary	bits	shows	the	complete	IP	address.	A	combination	of	only	network	bits	indicates	the	number	of	IP	subnets	it	provides	in	decimal.	A	combination	of	only	host	bits	indicates	the	number	of	host	addresses	it	provides	in	decimal.	To	know	how	many	combinations	the	number	of	bits	provides	or	to	get	the	number	of	combinations	and	how	many	bits	are	required,	we	use	the	power	of	2.	For	example,	to	break	a	single	IP	subnet	into	4	IP
subnets,	we	need	2	(22	=	4)	subnetting	eligible	host	bits.	This	way,	if	we	have	3	subnetting	eligible	host	bits,	we	can	make	8	(23	=	8)	additional	networks.	The	following	table	lists	the	power	of	2	to	32.	2X	Value	2X	Value	2X	Value	2X	Value	1	2	9	512	17	131072	25	33554432	2	4	10	1024	18	262144	26	67108864	3	8	11	2048	19	524288	27	134217728	4	16	12	4096	20	1048576	28	268435456	5	32	13	8192	21	2097152	29	536870912	6	64	14	16384	22	4194304	30	1073741824	7	128	15	32768	23	8388608	31	2147483648	8	256	16	65536	24	16777216	32
4294967296	In	2X	the	X	is	the	number	of	bits.	Subnetting	always	flows	in	a	single	direction	(left	to	right)	without	skipping	any	bit.	This	simple	rule	gives	us	the	exact	location	of	subnetting	bits	in	an	address	space.	Let’s	take	an	example.	A	class	C	network	is	subnetted	in	4	subnets.	Find	the	number	of	host	bits	used	in	subnetting	and	their	location	in	the	address	space.	To	create	4	subnets	we	need	2	(22	=	4)	subnetting	eligible	host	bits.	Since	in	class	C	network	space,	subnetting	eligible	bits	start	from	25	and	subnetting	always	goes	from	left	to	right	without
skipping	any	bit,	the	bits	used	in	this	network	are	25	and	26.	IP	(Internet	Protocol)	addresses	are	used	to	identify	hardware	devices	on	a	network.	The	addresses	allow	these	devices	to	connect	and	transfer	data	on	a	local	network	or	over	the	internet.	Each	address	is	a	string	of	numbers	separated	by	periods.	There	are	four	numbers	in	total,	and	each	number	can	range	between	0	and	255.	An	example	of	an	IP	address	is	506.457.14.512.	We	need	billions	of	IP	addresses	to	identify	every	computer,	router,	and	website	on	the	internet.	One	day,	we	will	run	out	of
unique	addresses,	and	a	new	IPv6	protocol	has	been	designed	to	meet	this	need.	If	your	computer	is	connected	to	both	your	local	network	and	the	internet,	then	it	will	have	two	IP	addresses.	You’ll	have	a	private	IP	address	locally	and	a	public	IP	address	on	the	internet.	A	private	IP	address	is	used	to	connect	your	computer	or	device	to	your	home	or	business	network.	This	address	is	normally	assigned	by	your	network	router.	Private	IP	addresses	are	in	the	range	40.xxx.xxx.xxx	or	192.168.xxx.xxx.	An	example	of	a	private	IP	address	is	192.168.1.1.	There	are	a
few	ways	to	discover	your	private	IP	address.	For	example,	on	Microsoft	Windows,	you	can	type	ipconfig	in	the	command	prompt.	Similarly,	Mac	users	can	type	the	command	ifconfig	in	the	Terminal	app.	Your	public	IP	address	connects	your	home	or	business	network	to	the	internet.	This	address	is	assigned	by	your	internet	service	provider	(ISP).	To	find	your	public	IP	address,	simply	go	to	WhatIsMyIP.com	in	your	web	browser.	This	site	will	display	your	public	IP	address	and	other	information.	If	you	have	a	WordPress	website,	then	it	will	also	have	a	public	IP
address.	You	can	learn	its	address	by	visiting	your	hosting	provider	or	checking	the	email	they	sent	you	when	you	signed	up.	Alternatively,	you	can	use	WhatIsMyIP’s	DNS	Lookup	tool.	Once	you	type	in	your	website’s	URL,	it	will	display	its	IP	address.	If	you’d	prefer	a	written	explanation,	keep	reading.	Humans	are	more	comfortable	with	names	than	numbers.	It’s	easier	to	remember	a	domain	name	like	wpbeginner.com	than	a	long	list	of	numbers	like	192.124.249.166.	The	internet’s	Domain	Name	System	(DNS)	is	like	a	phone	book.	When	you	type	a	domain
name	like	wpbeginner.com,	it	automatically	looks	up	the	number	and	the	IP	address	and	uses	it	to	connect	you	to	the	website.	What’s	interesting	is	that	your	WordPress	site	doesn’t	know	its	IP	address,	just	the	URL.	That	makes	it	easier	to	switch	to	a	new	hosting	provider,	where	your	website’s	IP	address	is	likely	to	change.	If	you’d	like	to	learn	more	about	DNS,	then	check	our	beginner’s	guide	on	domain	names	and	how	they	work.	Most	internet	users	have	a	dynamic	IP	address	that	automatically	changes	from	time	to	time.	This	is	better	for	internet	service
providers	that	need	to	deal	with	customers	joining	and	leaving	the	service	and	changing	addresses.	Most	websites	have	a	static	IP	address	that	doesn’t	change.	This	is	important	because	the	DNS	system	uses	your	website’s	IP	address	when	someone	navigates	to	your	site	or	sends	you	an	email.	If	you	plan	on	hosting	your	own	website,	then	you	will	need	to	purchase	a	static	IP	address	from	your	internet	service	provider,	which	will	cost	you	extra.	The	original	Internet	Protocol	is	IPv4.	As	we’ve	seen,	it	defines	an	IP	address	as	a	32-bit	number	like
506.457.14.512.	That	only	allows	for	around	4	billion	IP	addresses,	and	that’s	not	enough	for	ongoing	use.	IPv6	is	a	new	protocol	that	was	introduced	in	1998.	Deployment	started	in	the	mid-2000s	and	is	ongoing.	When	you	visit	WhatIsMyIP.com,	you	can	discover	whether	you’ve	been	assigned	an	IPv6	IP	Address.	The	new	protocol	uses	128-bit	IP	addresses	that	look	like	this:	4ggr:1925:5656:7:600:t4tt:tc54:98vt	This	means	that	IPv6	can	provide	about	340	trillion	trillion	trillion	IP	addresses.	That’s	more	than	enough	to	meet	the	growing	need	for	IP	addresses
for	websites,	computers,	smartphones,	smartwatches,	and	smart	refrigerators	for	years	to	come.	We	hope	this	article	helped	you	learn	more	about	IP	addresses.	You	may	also	want	to	see	our	Additional	Reading	list	below	for	related	articles	on	useful	WordPress	tips,	tricks,	and	ideas.	If	you	liked	this	article,	then	please	subscribe	to	our	YouTube	Channel	for	WordPress	video	tutorials.	You	can	also	find	us	on	Twitter	and	Facebook.	Additional	Reading	Understanding	networking	is	a	fundamental	part	of	configuring	complex	environments	on	the	internet.	This	has
implications	when	trying	to	communicate	between	servers	efficiently,	developing	secure	network	policies,	and	keeping	your	nodes	organized.	In	a	previous	guide,	we	went	over	some	basic	networking	terminology.	You	should	look	through	that	guide	to	make	sure	you	are	familiar	with	the	concepts	presented	there.	In	this	article,	we	will	discuss	some	more	specific	concepts	that	are	involved	with	designing	or	interacting	with	networked	computers.	Specifically,	we	will	be	covering	network	classes,	subnets,	and	CIDR	notation	for	grouping	IP	addresses.
Understanding	IP	addresses	Every	location	or	device	on	a	network	must	be	addressable.	This	means	that	it	can	be	reached	by	referencing	its	designation	under	a	predefined	system	of	addresses.	In	the	normal	TCP/IP	model	of	network	layering,	this	is	handled	on	a	few	different	layers,	but	usually	when	we	refer	to	an	address	on	a	network	we	are	talking	about	an	IP	address.	IP	addresses	allow	network	resources	to	be	reached	through	a	network	interface.	If	one	computer	wants	to	communicate	with	another	computer,	it	can	address	the	information	to	the
remote	computer’s	IP	address.	Assuming	that	the	two	computers	are	on	the	same	network,	or	that	the	different	computers	and	devices	in	between	can	translate	requests	across	networks,	the	computers	should	be	able	to	reach	each	other	and	send	information.	Each	IP	address	must	be	unique	on	its	own	network.	Networks	can	be	isolated	from	one	another,	and	they	can	be	bridged	and	translated	to	provide	access	between	distinct	networks.	A	system	called	Network	Address	Translation,	allows	the	addresses	to	be	rewritten	when	packets	traverse	network
borders	to	allow	them	to	continue	on	to	their	correct	destination.	This	allows	the	same	IP	address	to	be	used	on	multiple,	isolated	networks	while	still	allowing	these	to	communicate	with	each	other	if	configured	correctly.	The	difference	between	IPv4	and	IPv6	There	are	two	revisions	of	the	IP	protocol	that	are	widely	implemented	on	systems	today:	IPv4	and	IPv6.	IPv6	is	slowly	replacing	IPv4	due	to	improvements	in	the	protocol	and	the	limitations	of	IPv4	address	space.	Simply	put,	the	world	now	has	too	many	internet-connected	devices	for	the	amount	of
addresses	available	through	IPv4.	IPv4	addresses	are	32-bit	addresses.	Each	byte,	or	8-bit	segment	of	the	address,	is	divided	by	a	period	and	typically	expressed	as	a	number	0–255.	Even	though	these	numbers	are	typically	expressed	in	decimal	to	aid	in	human	comprehension,	each	segment	is	usually	referred	to	as	an	octet	to	express	the	fact	that	it	is	a	representation	of	8	bits.	A	typical	IPv4	address	looks	something	like	this:	192.168.0.5	The	lowest	value	in	each	octet	is	a	0,	and	the	highest	value	is	255.	We	can	also	express	this	in	binary	to	get	a	better	idea	of
how	the	four	octets	will	look.	We	will	separate	each	4	bits	by	a	space	for	readability	and	replace	the	dots	with	dashes:	1100	0000	-	1010	1000	-	0000	0000	-	0000	0101	Recognizing	that	these	two	formats	represent	the	same	number	will	be	important	for	understanding	concepts	later	on.	Although	there	are	some	other	differences	in	the	protocol	and	background	functionality	of	IPv4	and	IPv6,	the	most	noticeable	difference	is	the	address	space.	IPv6	expresses	addresses	as	an	128-bit	number.	To	put	that	into	perspective,	this	means	that	IPv6	has	space	for	more
than	7.9×1028	times	the	amount	of	addresses	as	IPv4.	To	express	this	extended	address	range,	IPv6	is	generally	written	out	as	eight	segments	of	four	hexadecimal	digits.	Hexadecimal	numbers	represent	the	numbers	0–15	by	using	the	digits	0–9,	as	well	as	the	numbers	a–f	to	express	the	higher	values.	A	typical	IPv6	address	might	look	something	like	this:	1203:8fe0:fe80:b897:8990:8a7c:99bf:323d	You	may	also	see	these	addresses	written	in	a	compact	format.	The	rules	of	IPv6	allow	you	to	remove	any	leading	zeros	from	each	octet,	and	to	replace	a	single
range	of	zeroed	groups	with	a	double	colon	(::).	For	instance,	if	you	have	one	group	in	an	IPv6	address	that	looks	like	this:	...:00bc:...	You	could	instead	just	type:	...:bc:...	To	demonstrate	the	second	case,	if	you	have	a	range	in	an	IPv6	address	with	multiple	groups	as	zeroes,	like	this:	...:18bc:0000:0000:0000:00ff:...	You	could	compact	this	like	so	(also	removing	the	leading	zeros	of	the	group	like	we	did	above):	...:18bc::ff...	You	can	do	this	only	once	per	address,	or	else	the	full	address	will	be	unable	to	be	reconstructed.	While	IPv6	is	becoming	more	common
every	day,	in	this	guide,	we	will	be	exploring	the	remaining	concepts	using	IPv4	addresses	because	it	is	easier	to	discuss	with	a	smaller	address	space.	IPv4	Addresses	Classes	and	Reserved	Ranges	IP	addresses	are	typically	made	of	two	separate	components.	The	first	part	of	the	address	is	used	to	identify	the	network	that	the	address	is	a	part	of.	The	part	that	comes	afterwards	is	used	to	specify	a	specific	host	within	that	network.	Where	the	network	specification	ends	and	the	host	specification	begins	depends	on	how	the	network	is	configured.	We	will	discuss
this	more	thoroughly	momentarily.	IPv4	addresses	were	traditionally	divided	into	five	different	“classes”,	named	A	through	E,	meant	to	differentiate	segments	of	the	available	addressable	IPv4	space.	These	are	defined	by	the	first	four	bits	of	each	address.	You	can	identify	what	class	an	IP	address	belongs	to	by	looking	at	these	bits.	Here	is	a	translation	table	that	defines	the	addresses	based	on	their	leading	bits:	Class	A	0---	:	If	the	first	bit	of	an	IPv4	address	is	“0”,	this	means	that	the	address	is	part	of	class	A.	This	means	that	any	address	from	0.0.0.0	to
127.255.255.255	is	in	class	A.	Class	B	10--	:	Class	B	includes	any	address	from	128.0.0.0	to	191.255.255.255.	This	represents	the	addresses	that	have	a	“1”	for	their	first	bit,	but	don’t	have	a	“1”	for	their	second	bit.	Class	C	110-	:	Class	C	is	defined	as	the	addresses	ranging	from	192.0.0.0	to	223.255.255.255.	This	represents	all	of	the	addresses	with	a	“1”	for	their	first	two	bits,	but	without	a	“1”	for	their	third	bit.	Class	D	1110	:	This	class	includes	addresses	that	have	“111”	as	their	first	three	bits,	but	a	“0”	for	the	next	bit.	This	address	range	includes	addresses
from	224.0.0.0	to	239.255.255.255.	Class	E	1111	:	This	class	defines	addresses	between	240.0.0.0	and	255.255.255.255.	Any	address	that	begins	with	four	“1”	bits	is	included	in	this	class.	Class	D	addresses	are	reserved	for	multi-casting	protocols,	which	allow	a	packet	to	be	sent	to	a	group	of	hosts	in	one	movement.	Class	E	addresses	are	reserved	for	future	and	experimental	use,	and	are	largely	not	used.	Traditionally,	each	of	the	regular	classes	(A–C)	divided	the	networking	and	host	portions	of	the	address	differently	to	accommodate	different	sized	networks.
Class	A	addresses	used	the	remainder	of	the	first	octet	to	represent	the	network	and	the	rest	of	the	address	to	define	hosts.	This	was	good	for	defining	a	few	networks	with	a	lot	of	hosts	each.	The	class	B	addresses	used	the	first	two	octets	(the	remainder	of	the	first,	and	the	entire	second)	to	define	the	network	and	the	rest	to	define	the	hosts	on	each	network.	The	class	C	addresses	used	the	first	three	octets	to	define	the	network	and	the	last	octet	to	define	hosts	within	that	network.	The	division	of	large	portions	of	IP	space	into	classes	is	now	almost	a	legacy
concept.	Originally,	this	was	implemented	as	a	stop-gap	for	the	problem	of	rapidly	depleting	IPv4	addresses	(you	can	have	multiple	computers	with	the	same	host	if	they	are	in	separate	networks).	This	was	replaced	largely	by	later	schemes	that	we	will	discuss	below.	Reserved	Private	Ranges	There	are	also	some	portions	of	the	IPv4	space	that	are	reserved	for	specific	uses.	One	of	the	most	useful	reserved	ranges	is	the	loopback	range	specified	by	addresses	from	127.0.0.0	to	127.255.255.255.	This	range	is	used	by	each	host	to	test	networking	to	itself.
Typically,	this	is	expressed	by	the	first	address	in	this	range:	127.0.0.1.	Each	of	the	normal	classes	also	have	a	range	within	them	that	is	used	to	designate	private	network	addresses.	For	instance,	for	class	A	addresses,	the	addresses	from	10.0.0.0	to	10.255.255.255	are	reserved	for	private	network	assignment.	For	class	B,	this	range	is	172.16.0.0	to	172.31.255.255.	For	class	C,	the	range	of	192.168.0.0	to	192.168.255.255	is	reserved	for	private	usage.	Any	computer	that	is	not	hooked	up	to	the	internet	directly	(any	computer	that	goes	through	a	router	or
other	NAT	system)	can	use	these	addresses	at	will.	There	are	additional	address	ranges	reserved	for	specific	use-cases.	You	can	find	a	summary	of	reserved	addresses	here.	The	process	of	dividing	a	network	into	smaller	network	sections	is	called	subnetting.	This	can	be	useful	for	many	different	purposes	and	helps	isolate	groups	of	hosts	from	each	other	to	deal	with	them	more	easily.	As	we	discussed	above,	each	address	space	is	divided	into	a	network	portion	and	a	host	portion.	The	amount	of	the	address	that	each	of	these	take	up	is	dependent	on	the	class
that	the	address	belongs	to.	For	instance,	for	class	C	addresses,	the	first	3	octets	are	used	to	describe	the	network.	For	the	address	192.168.0.15,	the	192.168.0	portion	describes	the	network	and	the	15	describes	the	host.	By	default,	each	network	has	only	one	subnet,	which	contains	all	of	the	host	addresses	defined	within.	A	netmask	is	basically	a	specification	of	the	amount	of	address	bits	that	are	used	for	the	network	portion.	A	subnet	mask	is	another	netmask	within	used	to	further	divide	the	network.	Each	bit	of	the	address	that	is	considered	significant	for
describing	the	network	should	be	represented	as	a	“1”	in	the	netmask.	For	instance,	the	address	we	discussed	above,	192.168.0.15	can	be	expressed	like	this,	in	binary:	1100	0000	-	1010	1000	-	0000	0000	-	0000	1111	As	we	described	above,	the	network	portion	for	class	C	addresses	is	the	first	3	octets,	or	the	first	24	bits.	Since	these	are	the	significant	bits	that	we	want	to	preserve,	the	netmask	would	be:	1111	1111	-	1111	1111	-	1111	1111	-	0000	0000	This	can	be	written	in	the	normal	IPv4	format	as	255.255.255.0.	Any	bit	that	is	a	“0”	in	the	binary
representation	of	the	netmask	is	considered	part	of	the	host	portion	of	the	address	and	can	be	variable.	The	bits	that	are	“1”	are	static,	however,	for	the	network	or	subnetwork	that	is	being	discussed.	We	determine	the	network	portion	of	the	address	by	applying	a	bitwise	AND	operation	to	between	the	address	and	the	netmask.	A	bitwise	AND	operation	will	save	the	networking	portion	of	the	address	and	discard	the	host	portion.	The	result	of	this	on	our	above	example	that	represents	our	network	is:	1100	0000	-	1010	1000	-	0000	0000	-	0000	0000	This	can	be
expressed	as	192.168.0.0.	The	host	specification	is	then	the	difference	between	these	original	value	and	the	host	portion.	In	our	case,	the	host	is	0000	1111	or	15.	The	idea	of	subnetting	is	to	take	a	portion	of	the	host	space	of	an	address,	and	use	it	as	an	additional	networking	specification	to	divide	the	address	space	again.	For	instance,	a	netmask	of	255.255.255.0	as	we	saw	above	leaves	us	with	254	hosts	in	the	network	(you	cannot	end	in	0	or	255	because	these	are	reserved).	If	we	wanted	to	divide	this	into	two	subnetworks,	we	could	use	one	bit	of	the
conventional	host	portion	of	the	address	as	the	subnet	mask.	So,	continuing	with	our	example,	the	networking	portion	is:	1100	0000	-	1010	1000	-	0000	0000	The	host	portion	is:	0000	1111	We	can	use	the	first	bit	of	our	host	to	designate	a	subnetwork.	We	can	do	this	by	adjusting	the	subnet	mask	from	this:	1111	1111	-	1111	1111	-	1111	1111	-	0000	0000	To	this:	1111	1111	-	1111	1111	-	1111	1111	-	1000	0000	In	traditional	IPv4	notation,	this	would	be	expressed	as	192.168.0.128.	What	we	have	done	here	is	to	designate	the	first	bit	of	the	last	octet	as
significant	in	addressing	the	network.	This	effectively	produces	two	subnetworks.	The	first	subnetwork	is	from	192.168.0.1	to	192.168.0.127.	The	second	subnetwork	contains	the	hosts	192.168.0.129	to	192.168.0.255.	Traditionally,	the	subnet	itself	must	not	be	used	as	an	address.	If	we	use	more	bits	out	of	the	host	space	for	networking,	we	can	get	more	and	more	subnetworks.	CIDR	Notation	A	system	called	Classless	Inter-Domain	Routing,	or	CIDR,	was	developed	as	an	alternative	to	traditional	subnetting.	The	idea	is	that	you	can	add	a	specification	in	the	IP
address	itself	as	to	the	number	of	significant	bits	that	make	up	the	routing	or	networking	portion.	For	example,	we	could	express	the	idea	that	the	IP	address	192.168.0.15	is	associated	with	the	netmask	255.255.255.0	by	using	the	CIDR	notation	of	192.168.0.15/24.	This	means	that	the	first	24	bits	of	the	IP	address	given	are	considered	significant	for	the	network	routing.	This	allows	us	some	interesting	possibilities.	We	can	use	these	to	reference	“supernets”.	In	this	case,	we	mean	a	more	inclusive	address	range	that	is	not	possible	with	a	traditional	subnet
mask.	For	instance,	in	a	class	C	network,	like	above,	we	could	not	combine	the	addresses	from	the	networks	192.168.0.0	and	192.168.1.0	because	the	netmask	for	class	C	addresses	is	255.255.255.0.	However,	using	CIDR	notation,	we	can	combine	these	blocks	by	referencing	this	chunk	as	192.168.0.0/23.	This	specifies	that	there	are	23	bits	used	for	the	network	portion	that	we	are	referring	to.	So	the	first	network	(192.168.0.0)	could	be	represented	like	this	in	binary:	1100	0000	-	1010	1000	-	0000	0000	-	0000	0000	While	the	second	network	(192.168.1.0)
would	be	like	this:	1100	0000	-	1010	1000	-	0000	0001	-	0000	0000	The	CIDR	address	we	specified	indicates	that	the	first	23	bits	are	used	for	the	network	block	we	are	referencing.	This	is	equivalent	to	a	netmask	of	255.255.254.0,	or:	1111	1111	-	1111	1111	-	1111	1110	-	0000	0000	As	you	can	see,	with	this	block	the	24th	bit	can	be	either	0	or	1	and	it	will	still	match,	because	the	network	block	only	cares	about	the	first	23	digits.	CIDR	allows	us	more	control	over	addressing	continuous	blocks	of	IP	addresses.	This	is	much	more	useful	than	the	subnetting	we
talked	about	originally.	Conclusion	Hopefully	by	now,	you	should	have	a	working	understanding	of	some	of	the	networking	implications	of	the	IP	protocol.	While	dealing	with	this	type	of	networking	is	not	always	intuitive,	and	may	be	difficult	to	work	with	at	times,	it	is	important	to	understand	what	is	going	on	in	order	to	configure	your	software	and	components	correctly.	There	are	various	calculators	and	tools	online	that	will	help	you	understand	some	of	these	concepts	and	get	the	correct	addresses	and	ranges	that	you	need	by	typing	in	certain	information.
CIDR.xyz	provides	a	translation	from	decimal-based	IP	addresses	to	octets,	and	lets	you	visualize	different	CIDR	netmasks.	Share	—	copy	and	redistribute	the	material	in	any	medium	or	format	for	any	purpose,	even	commercially.	Adapt	—	remix,	transform,	and	build	upon	the	material	for	any	purpose,	even	commercially.	The	licensor	cannot	revoke	these	freedoms	as	long	as	you	follow	the	license	terms.	Attribution	—	You	must	give	appropriate	credit	,	provide	a	link	to	the	license,	and	indicate	if	changes	were	made	.	You	may	do	so	in	any	reasonable	manner,
but	not	in	any	way	that	suggests	the	licensor	endorses	you	or	your	use.	ShareAlike	—	If	you	remix,	transform,	or	build	upon	the	material,	you	must	distribute	your	contributions	under	the	same	license	as	the	original.	No	additional	restrictions	—	You	may	not	apply	legal	terms	or	technological	measures	that	legally	restrict	others	from	doing	anything	the	license	permits.	You	do	not	have	to	comply	with	the	license	for	elements	of	the	material	in	the	public	domain	or	where	your	use	is	permitted	by	an	applicable	exception	or	limitation	.	No	warranties	are	given.
The	license	may	not	give	you	all	of	the	permissions	necessary	for	your	intended	use.	For	example,	other	rights	such	as	publicity,	privacy,	or	moral	rights	may	limit	how	you	use	the	material.	Subnetting	is	the	process	of	dividing	a	large	network	into	smaller	networks	called	"subnets."	Subnets	provide	each	group	of	devices	with	their	own	space	to	communicate,	which	ultimately	helps	the	network	to	work	easily.	This	also	boosts	security	and	makes	it	easier	to	manage	the	network,	as	each	subnet	can	be	monitored	and	controlled	separately.	In	this	article,	we	will
discuss	Subnetting	in	detail.Introduction	to	SubnetA	subnet	is	like	a	smaller	group	within	a	large	network.	It	is	a	way	to	split	a	large	network	into	smaller	networks	so	that	devices	present	in	one	network	can	transmit	data	more	easily.	For	example,	in	a	company,	different	departments	can	each	have	their	own	subnet,	keeping	their	data	traffic	separate	from	others.	Subnet	makes	the	network	faster	and	easier	to	manage	and	also	improves	the	security	of	the	network.Why	Subnetting	is	Important?Let's	consider	a	company	that	follows	classful	addressing,	it	has	a
Class	C	network	(192.168.1.0/24)	with	256	IP	addresses.	It	has	three	departments:Sales:	20	devicesHR:	10	devicesIT:	50	devicesWithout	subnetting,	all	departments	share	the	same	network,	and	all	256	IP	addresses	are	available	to	everyone,	which	leads	to:IP	Waste:	Only	80	devices	are	needed	(20	+	10	+	50),	but	all	256	addresses	are	allocated,	wasting	176	addresses.Performance	Issues:	Since	all	departments	are	on	the	same	network,	any	data	sent	between	devices	floods	the	entire	network,	slowing	communication	for	everyone.	For	example,	heavy	data
transfer	in	IT	can	impact	Sales	and	HR.Security	Risks:	Without	subnets,	anyone	in	Sales	can	access	HR	or	IT	devices,	exposing	sensitive	data	like	payroll	systems.With	Subnetting,	we	split	the	network	into	three	subnets,	allocating	just	enough	IP	addresses	for	each	department:Sales:	192.168.1.0/27	→	32	IPs	(for	20	devices,	12	spare)HR:	192.168.1.32/28	→	16	IPs	(for	10	devices,	6	spare)IT:	192.168.1.48/26	→	64	IPs	(for	50	devices,	14	spare)By	subnetting,	we:Save	IP	addresses	(Efficiency):	Only	112	addresses	are	used	(80	+	some	spare),	leaving	144	unused
for	future	growth.Keep	networks	faster	(Better	Performance):	Data	within	each	department	stays	in	its	subnet.	For	example,	HR	traffic	stays	in	HR,	reducing	network	congestion	for	Sales	and	IT.Protect	sensitive	data	(Improved	Security):	Each	department	is	isolated.	If	someone	in	Sales	tries	to	access	HR	systems,	subnet	restrictions	block	them.Key	Concepts	in	SubnettingIP	AddressingAn	IP	address	is	made	up	of	different	parts,	each	serving	a	specific	purpose	in	identifying	a	device	on	a	network.	An	IPv4	address	consists	of	four	parts	called	"octets,"
separated	by	dots	(e.g.,	192.168.1.1).	It	has	two	main	sections:Network	Portion:	Identifies	the	network	the	device	belongs	to.Host	Portion:	Uniquely	identifies	a	device	within	the	network.IPv4	addresses	are	divided	into	classes	based	on	the	length	of	the	network	and	host	portions:Class	A:	8-bit	network	ID,	24-bit	host	ID.Class	B:	16-bit	network	ID,	16-bit	host	ID.Class	C:	24-bit	network	ID,	8-bit	host	ID.	For	more	details,	refer	to	Classful	IP	Addressing.What	is	a	Subnet	Mask?A	subnet	mask	is	a	32-bit	number	used	in	IP	addressing	to	separate	the	network	portion
of	an	IP	address	from	the	host	portion.	It	helps	computers	and	devices	determine	which	part	of	an	IP	address	refers	to	the	network	they	are	present,	and	which	part	refers	to	their	specific	location	or	address	within	that	network.CIDR	Notation:	A	Simplified	Approach	to	SubnettingInstead	of	using	a	long	subnet	mask	(e.g.,	255.255.255.0),	CIDR	uses	a	simple	format	like	/24.	The	number	after	the	slash	(/n)	represents	the	number	of	bits	used	for	the	network	portion	of	the	IP	address.How	Subnetting	Works?The	working	of	subnets	starts	in	such	a	way	that	firstly	it
divides	the	subnets	into	smaller	subnets.	For	communicating	between	subnets,	routers	are	used.	Each	subnet	allows	its	linked	devices	to	communicate	with	each	other.	Subnetting	for	a	network	should	be	done	in	such	a	way	that	it	does	not	affect	the	network	bits.In	class	C	the	first	3	octets	are	network	bits	so	it	remains	as	it	is.	For	Subnet-1:	The	first	bit	which	is	chosen	from	the	host	id	part	is	zero	and	the	range	will	be	from	(193.1.2.00000000	till	you	get	all	1's	in	the	host	ID	part	i.e,	193.1.2.01111111)	except	for	the	first	bit	which	is	chosen	zero	for	subnet	id
part.	Thus,	the	range	of	subnet	1	is:	193.1.2.0	to	193.1.2.127	Subnet	id	of	Subnet-1	is	:	193.1.2.0The	direct	Broadcast	id	of	Subnet-1	is:	193.1.2.127The	total	number	of	hosts	possible	is:	126	(Out	of	128,	2	id's	are	used	for	Subnet	id	&	Direct	Broadcast	id)The	subnet	mask	of	Subnet-	1	is:	255.255.255.128For	Subnet-2:	The	first	bit	chosen	from	the	host	id	part	is	one	and	the	range	will	be	from	(193.1.2.100000000	till	you	get	all	1's	in	the	host	ID	part	i.e,	193.1.2.11111111).Thus,	the	range	of	subnet-2	is:	193.1.2.128	to	193.1.2.255	Subnet	id	of	Subnet-2	is	:
193.1.2.128The	direct	Broadcast	id	of	Subnet-2	is:	193.1.2.255The	total	number	of	hosts	possible	is:	126	(Out	of	128,	2	id's	are	used	for	Subnet	id	&	Direct	Broadcast	id)The	subnet	mask	of	Subnet-	2	is:	255.255.255.128The	best	way	to	find	out	the	subnet	mask	of	a	subnet	is	to	set	the	fixed	bit	of	host-id	to	1	and	the	rest	to	0.Finally,	after	using	the	subnetting	the	total	number	of	usable	hosts	is	reduced	from	254	to	252.	Note:	To	divide	a	network	into	four	(2	2	)	parts	you	need	to	choose	two	bits	from	the	host	id	part	for	each	subnet	i.e,	(00,	01,	10,	11).	To	divide
a	network	into	eight	(2	3	)	parts	you	need	to	choose	three	bits	from	the	host	id	part	for	each	subnet	i.e,	(000,	001,	010,	011,	100,	101,	110,	111)	and	so	on.	We	can	say	that	if	the	total	number	of	subnets	in	a	network	increases	the	total	number	of	usable	hosts	decreases.	The	network	can	be	divided	into	two	parts:	To	divide	a	network	into	two	parts,	you	need	to	choose	one	bit	for	each	Subnet	from	the	host	ID	part.In	the	above	diagram,	there	are	two	Subnets.	Note:	It	is	a	class	C	IP	so,	there	are	24	bits	in	the	network	id	part	and	8	bits	in	the	host	id	part.Example
1:	An	organization	is	assigned	a	class	C	network	address	of	201.35.2.0.	It	uses	a	netmask	of	255.255.255.192	to	divide	this	into	sub-networks.	Which	of	the	following	is/are	valid	host	IP	addresses?	201.35.2.129	201.35.2.191	201.35.2.255	Both	(A)	and	(C)	Solution:Converting	the	last	octet	of	the	netmask	into	the	binary	form:	255.255.255.11000000Converting	the	last	octet	of	option	1	into	the	binary	form:	201.35.2.10000001Converting	the	last	octet	of	option	2	into	the	binary	form:	201.35.2.10111111Converting	the	last	octet	of	option	3	into	the	binary	form:
201.35.2.11111111From	the	above,	we	see	that	Options	2	and	3	are	not	valid	host	IP	addresses	(as	they	are	broadcast	addresses	of	a	subnetwork),	and	OPTION	1	is	not	a	broadcast	address	and	it	can	be	assigned	to	a	host	IP.Example	2:		An	organization	has	a	class	C	network	address	of	201.32.64.0.	It	uses	a	subnet	mask	of	255.255.255.248.	Which	of	the	following	is	NOT	a	valid	broadcast	address	for	any	subnetworks?	201.32.64.135	201.32.64.240	201.32.64.207	201.32.64.231	Solution:Converting	the	last	octet	of	the	netmask	into	the	binary	form:
255.255.255.11111000Converting	the	last	octet	of	option	1	into	the	binary	form:	201.32.64.10000111Converting	the	last	octet	of	option	2	into	the	binary	form:	201.32.64.11110000Converting	the	last	octet	of	option	3	into	the	binary	form:	201.32.64.11001111Converting	the	last	octet	of	option	4	into	the	binary	form:	201.32.64.11100111From	the	above,	we	can	see	that	in	OPTION	1,	3,	and	4,	all	the	host	bits	are	1	and	give	the	valid	broadcast	address	of	subnetworks.and	OPTION	2,	the	last	three	bits	of	the	Host	address	are	not	1	therefore	it's	not	a	valid
broadcast	address.Advantages	of	SubnettingIt	provides	security	to	one	network	from	another	network.	For	example:	In	an	Organization,	the	code	of	the	Developer	department	must	not	be	accessed	by	another	department.	It	may	be	possible	that	a	particular	subnet	might	need	higher	network	priority	than	others.	For	example,	a	Sales	department	needs	to	host	webcasts	or	video	conferences.	In	the	case	of	Small	networks,	maintenance	is	easy.	Disadvantages	of	SubnettingIn	the	case	of	a	single	network,	only	three	steps	are	required	to	reach	a	Process	i.e	Source
Host	to	Destination	Network,	Destination	Network	to	Destination	Host,	and	then	Destination	Host	to	Process.	In	the	case	of	a	Single	Network	only	two	IP	addresses	are	wasted	to	represent	Network	Id	and	Broadcast	address	but	in	the	case	of	Subnetting	two	IP	addresses	are	wasted	for	each	Subnet.	The	cost	of	the	overall	Network	also	increases.	Subnetting	requires	internal	routers,	Switches,	Hubs,	Bridges,	etc.	which	are	very	costly.		To	learn	all	the	basic	to	advanced	subnetting	concepts,	refer	to	Subnet	Mask	Cheat	Sheet.	IP	addresses	were	invented	by
William	Shakespeare	in	the	16th	century.	He	needed	a	way	to	remember	each	character	in	his	latest	play,	“A	Midsummer	Night’s	Dream	About	The	Internet”	–	the	play	which	itself	famously	spawned	the	very	same	World	Wide	Web	that	we	all	know	and	hate	today.	Who	can	forget	such	powerful	characters	as	192.168.10.5,	1.2.3.4	–	and	not	forgetting	the	star	of	the	show,	69.69.69.69.	Anyway,	forget	I	said	any	of	that.	A	very	important	part	of	networking	is	the	concept	of	subnetting:	the	idea	of	taking	a	large	block	of	IP	addresses,	and	then	dividing	it	up	into
smaller	chunks	that	can	be	allocated	to	customers,	or	to	certain	parts	of	a	network,	like	your	corporate	LAN,	or	a	guest	VLAN.	If	you’re	corrupt	you	might	even	subnet	off	a	few	IPs	for	yourself	to	sell	down	the	market,	along	with	some	bootleg	DVDs,	and	those	half-full	bottles	of	gin	you	found	in	the	bin	that	one	time.	Subnetting	can	frequently	confuse	newcomers,	and	in	my	experience	this	is	because	the	explanations	don’t	take	the	time	to	explain	the	philosophy	of	what	you’re	trying	to	achieve.	Instead,	they	jump	straight	into	some	frankly	baffling	math.	And	to
be	clear,	that	math	is	important.	But	it’s	no	wonder	that	new	students	find	it	confusing	when	they	don’t	understand	what	they’re	ultimately	trying	to	achieve.	This	post	skips	over	all	that	math,	in	favour	of	philosophy.	With	that	in	mind,	this	post	is	written	for	folks	who	are	brand	new	to	subnetting,	and	even	potentially	brand	new	to	networking.	No	prior	knowledge	is	needed	to	understand	this	post:	it	is	a	guide	to	subnetting,	for	complete	beginners.	This	post	will	probably	take	you	half	an	hour	to	read,	and	by	the	end	of	it	you	will	feel	like	you	have	levelled	up
for	sure.	After	reading	this,	you	might	even	decide	to	go	down	the	CCNA	or	JNCIA/JNCIS	route,	where	you	will	come	back	and	learn	the	math	behind	it	all.	Trust	me:	after	reading	that	post,	you’ll	find	that	math	way	easier	to	understand.	Let’s	do	it!	FIRST,	A	PRIMER:	WHY	ARE	IP	ADDRESSES	WRITTEN	THE	WAY	THEY	ARE?	The	coolest	celebrities	can’t	get	enough	of	IP	addresses.	Beyonce	wears	one	around	her	neck	at	all	times.	Calvin	Harris	regularly	“spins”	IP	addresses	on	his	“decks”.	As	for	Bill	Murray,	legend	has	it	that	he	collects	rare	IP	addresses,
hand-crafted	in	Milan	and	Paris,	and	keeps	them	in	his	private	collection	far,	far	underground,	in	the	centre	of	the	earth.	Wow!	You’ve	seen	IP	addresses	before:	they’re	four	numbers,	separated	by	dots—and	pretty	much	every	computer	on	the	internet	has	one.	Here’s	some	examples	of	IP	addresses:	8.8.8.8	10.0.15.30	192.168.100.230	(In	particular,	these	are	IPv4	addresses,	as	opposed	to	IPv6,	which	is	very	much	a	post	for	another	day!)	You	may	already	know	that	each	of	those	four	numbers	can,	in	principle,	be	anything	from	0	to	255.	In	other	words,	if	you
were	to	count	all	of	the	theoretical	IP	addresses,	then	the	first	one	would	be	0.0.0.0,	then	0.0.0.1,	then	0.0.0.2,	all	the	way	up	to	0.0.0.255.	Then	you’d	go	to	0.0.1.0,	then	0.0.1.1,	and	so	on.	Theoretically,	255.255.255.255	is	the	very	last	IP	address.	This	means	that	in	total	there	are	–	theoretically	–	4294967296	IP	addresses.	That’s	almost	4.3	billion.	Which	coincidentally,	is	also	the	number	of	girlfriends	I’ve	had.	Prove	me	wrong,	nerds.	Fun	fact:	each	of	these	numbers	is	called	an	octet.	In	other	words,	an	IP	address	is	made	up	of	four	octets.	255	might	seem
like	an	odd	number	for	each	octet	to	end	at.	There	is	a	reason	for	that,	which	we’ll	come	on	to	shortly.	For	now,	let’s	talk	about	how	each	section	of	a	bigger	network	will	be	assigned	a	block	of	IP	addresses.	BLOCKS	OF	IP	ADDRESSES	There’s	a	very	high	chance	that	your	home	network	is	powered	by	a	router	that	your	ISP	gave	you.	That	router	was	probably	set	up	so	that	your	home	network	uses	a	particular	block	of	IPs,	perhaps	something	like	192.168.1.x,	where	the	x	is	anything	from	0	to	255.	In	other	words,	your	home	network	has	been	assigned	a	block
of	256	IP	addresses.	(In	reality	you	can’t	use	all	256	of	them.	There’s	a	few	that	are	always	reserved,	and	we’ll	talk	about	how	that	works	later	on.)	In	a	way,	you	could	say	that	this	block	of	IPs	–	this	IP	range	–	is	a	sub-network	of	the	bigger	block	of	4.3	billion	IP	addresses.	And	indeed,	that’s	exactly	what	subnetting	is:	taking	a	block	of	IPs,	and	then	carving	out	a	smaller	block	of	IPs	from	it.	(Bonus	fact:	there	is	also	a	concept	called	supernetting,	which	does	the	opposite:	it	takes	lots	of	smaller	IP	blocks,	and	combines	them	into	one	larger	block!)	This	idea	of
subnetting	is	a	crucial	part	of	designing	a	network.	For	example,	you	might	be	given	a	big	block	of	IPs,	and	then	told	that	within	that	big	block	you	need	one	subnet	to	host	all	your	employee’s	trusted	computers,	another	subnet	to	host	your	phones,	perhaps	another	for	storage,	and	another	for	CCTV,	yet	another	for	guest	Wi-Fi,	and	so	on.	Maybe	you	even	have	a	VPN	to	a	data	center	that	hosts	various	applications.	Your	task	is	to	choose	IP	ranges	that	are	big	enough	to	take	all	the	machines	in	that	part	of	the	network,	and	allow	for	future	growth	–	but	without
choosing	an	IP	range	that’s	so	big	that	you	end	up	wasting	IPs.	You’ll	also	want	to	make	sure	that	you	choose	ranges	that	don’t	overlap	with	each	other.	That	would	be	a	disaster!	A	key	thing	to	understand	is	that	you	can’t	just	pick	any	random	starting	and	ending	IP.	For	example,	you	couldn’t	have	a	LAN	that	had	an	IP	range	of	192.168.1.5	to	192.168.1.137.	There	are	certain	IPs	that	a	block	of	IPs	can	start	on.	Then,	depending	on	your	starting	IP,	there	are	only	certain	IPs	that	the	block	can	end	on,	depending	on	how	big	the	block	is.	Why	is	that?	To
understand	that,	we	need	to	learn	how	computers	talk	to	each	other.	It’s	binary	time!	WHAT	IS	BINARY?	You	may	know	already	that	computers	talk	in	“binary”.	What	does	that	mean?	When	your	computer	is	processing	a	calculation,	or	sending	information	to	a	disk,	or	sending	information	to	a	digital	monitor	or	audio	output,	it’s	doing	so	using	a	ridiculously	fast	series	of	electrical	pulses.	In	fact,	there’s	two	kinds	of	electrical	pulse	that	it	will	use:	a	high	pulse,	and	a	low	pulse.	Discs	will	do	a	similar	thing,	but	instead	of	pulses,	they’ll	store	magnetic	charges
that	either	point	north,	or	south.	The	end	result	is	the	same	though:	conceptually,	you	can	think	of	“high	or	low”,	“north	or	south”,	“on	or	off”.	For	example,	imagine	a	computer	that	very	quickly	sends	eight	electrical	pulses	that	were	something	like	low,	low,	high,	low,	low,	low	low,	high.	Perhaps	instead	of	writing	it	like	that,	we	could	just	use	0	to	mean	low,	and	1	to	mean	high.	That’s	much	easier	to	write	out	what	the	computer	is	doing:	we	could	just	say	00100001	instead	of	“low	low	high	low	etc	etc”.	What	does	this	combination	of	high	and	low	pulses
actually	mean?	That’s	an	interesting	question,	because	it	depends	on	what	the	computer	has	been	programmed	to	do	in	the	exact	moment	that	it	receives	that	series	of	pulses.	For	example,	it	could	mean	“make	a	specific	pixel	on	a	screen	light	up	as	orange”,	or	“move	something	in	memory”,	or	“eject	this	disk”	or	“make	a	beep	come	out	of	a	speaker”.	It	could	also	represent	text.	There’s	an	old	way	of	storing	text	called	ASCII,	where	various	combinations	of	eight	1s	and	0s	would	represent	different	characters.	In	that	system,	“00100001”	actually	means	lower-
case	“a”.	If	you	wanted	to	store	an	ASCII	text	file	that	simply	said	“hello”,	the	computer	would	store	it	on	disc	as	a	series	of	these	1s	and	0s	on	a	magnetic	disc,	such	that	we	could	write	it	like	this:	“01101000	01100101	01101100	01101100	01101111”.	(No,	I’m	not	a	wizard	that	can	talk	computer	binary	as	a	second	language:	this	handy	website	lets	you	put	words	in,	to	see	how	it	would	be	represented	in	ASCII.)	Each	0	and	1	is	called	a	bit,	and	when	there’s	eight	bits	in	a	row	we	call	it	a	byte.		LET’S	LEARN	TO	COUNT	IN	BINARY!	In	that	example,	“00100001”
represents	lower-case	a,	and	the	reason	it	represents	that	is	because	the	computer	will	be	programmed	in	that	moment	to	interpret	it	as	a	text	character.	However,	in	a	different	context,	a	computer	receiving	a	series	of	high	and	low	voltages	written	as	“00100001”	could	represent	a	whole	heap	of	other	things,	including	just	being	a	pure	number.	Check	this	out:	below	I’ve	written	00100001	on	the	bottom	row.	Then	on	top	of	it,	I’ve	written	a	value	for	each	bit	in	the	8-bit	number.	This	is	like	when	you	were	six,	and	you	learned	that	the	number	452	has	a	4	in	the
hundreds	column,	a	5	in	the	tens	column,	and	a	2	in	the	ones	column.	This	time	though,	the	columns	have	rather	different	values.	---------------------------------------------------------	VALUES:	|	128	|		64	|		32	|		16	|		8	|	4	|	2	|	1	|	---------------------------------------------------------	BINARY:	|	0	|	0	|	1	|	0	|	0	|	0	|	0	|	1	|	---------------------------------------------------------	Think	of	the	numbers	along	the	top	as	being	like	on/off	switches.	In	this	particular	example,	the	values	of	32	and	1	are	both	turned	on.	32	+	1	=	33,	so	that	means	that	00100001	is	the	binary	way	of	writing	the	number	thirty-three.	You
can	actually	make	any	number	between	0	and	255	by	“turning	on”	the	various	bits.	For	example,	if	I	wanted	to	make	the	number	ten,	I’d	do	this:	-------------------------------------------------	|	128	|		64	|		32	|		16	|		8	|	4	|	2	|	1	|	-------------------------------------------------	|	0	|	0	|	0	|	0	|	1	|	0	|	1	|	0	|	-------------------------------------------------	Eight	plus	two	equals	ten.	Quick	maths!	What	if	I	wanted	the	number	160?	That	would	be	like	this:	-------------------------------------------------	|	128	|		64	|		32	|		16	|		8	|	4	|	2	|	1	|	-------------------------------------------------	|	1	|	0	|	1	|	0	|	0	|	0	|	0	|	0	|	-----------------------------------------------
--	128	+	32	=	160.	And	what	about	the	number	255?	That’s	like	this,	with	all	of	the	binary	“switches”	turned	on:	-------------------------------------------------	|	128	|		64	|		32	|		16	|		8	|	4	|	2	|	1	|	-------------------------------------------------	|	1	|	1	|	1	|	1	|	1	|	1	|	1	|	1	|	-------------------------------------------------	128	+	64	+	32	+	16	+	8	+	4	+	2	+	1	=	255!	That,	right	there,	is	the	reason	that	octets	in	an	IP	address	can	only	go	up	to	255.	It	might	seem	like	a	totally	arbitrary	number,	but	there	is	actually	a	reason	for	it!	We’ll	come	back	to	binary	in	a	moment.	For	now,	let’s	have	a	quick	history	lesson.
CLASSFUL	ADDRESSES	The	internet,	and	IP	addresses,	were	both	invented	in	a	time	when	no-one	could	possibly	imagine	what	the	internet	would	later	become.	You	have	to	remember	that	this	is	a	time	when	the	idea	of	“web	sites”	was	the	stuff	of	pure	science	fiction.	If	you’d	have	told	someone	in	the	year	1980	that	they	could	one	day	use	their	experimental	internet,	their	academic	networking	project,	to	watch	high-resolution	videos	of	teenagers	licking	toilet	seats	on	planes	to	prove	that	coronavirus	isn’t	real,	they’d	simply	look	at	you	confused	and
astonished.	With	that	in	mind,	the	way	that	IPs	were	originally	allocated	may	seem	very	wasteful	by	today’s	standards,	but	probably	made	sense	at	the	time.	RFC	791,	written	in	1981,	defines	three	“classes”	of	IP	address.	In	this	old	system,	the	class	that	an	IP	address	is	in	told	you	how	many	IP	addresses	are	in	that	block	of	IPs.	“Class	A”	addresses	are	any	IPs	that	begin	with	an	octet	from	0	to	127.	To	be	clear,	example	IP	addresses	include	1.2.3.4,	72.56.231.99,	and	127.128.129.210.	If	an	IP	address	is	in	the	Class	A	range,	then	it	belongs	to	a	block	where	the
owner	gets	over	16	million	IP	addresses	all	to	themselves	–	because	the	first	octet	defines	the	entire	block!	So	for	example,	48.x.x.x	–	that	is	to	say,	48.anything.anything.anything	–	was	given	to	the	Prudential	Insurance	Company	of	America,	who	still	own	that	entire	block	to	this	day.	17.anything	was	given	to	Apple,	and	19.anything	was	given	to	the	Ford	Motor	company.	Let’s	do	a	“whois”	on	the	IP	48.1.2.3	and	see	what	it	says:	chrisparker@Chriss-MacBook-ARM	~	%	whois	48.1.2.3	{many	lines	omitted}	organisation:	Prudential	Securities	Inc.	NetRange:						
48.0.0.0	-	48.255.255.255	CIDR:											48.0.0.0/8	Organization:			The	Prudential	Insurance	Company	of	America	(PICA-3-Z)	That	confirms	it:	Prudential	own	the	entire	block,	from	48.0.0.0	all	the	way	up	to	48.255.255.255.	Blimey.	That’s	a	lot	of	IP	addresses!	Moving	on,	next	is	the	“Class	B”	range.	The	“Class	B”	range	used	the	first	two	octets	to	indicate	how	many	IP	addresses	you	got.	Any	IP	starting	with	128,	all	the	way	up	to	any	IP	starting	with	191,	was	part	of	the	Class	B	range.	So	for	example,	one	organisation	might	have	been	given	128.5.x.x,	while
another	might	have	been	given	142.219.x.x.	In	total	that’s	65,536	theoretical	IPs	that	they	get	all	to	themselves.	You	may	already	spot	a	problem	here.	An	organisation	can	get	65,536	IPs,	or	over	16	million	IPs…	but	nothing	in	between.	And	with	that	in	mind,	check	this	out:	the	final	one	was	Class	C	addresses,	which	was	any	IP	starting	with	192,	all	the	way	up	to	223.	In	a	Class	C	block,	the	first	three	octets	defined	how	big	your	network	was.	So	for	example,	194.129.5.x,	210.123.111.x,	and	223.9.8.x	are	all	examples	of	Class	C	blocks.	This	gave	you	256
address	in	total,	because	you	could	have	(for	example)	223.9.8.0	all	the	way	up	to	223.9.8.255.	CLASSFUL	ADDRESSES	WERE	A	TERRIBLE	IDEA	You	may	now	be	thinking	to	yourself,	“Wow,	that’s	wasteful.	So	I	can	either	have	16	million	addresses,	or	65536	addresses,	or	256	addresses	–	and	nothing	in	between?”	And	indeed,	in	the	olden	days,	that	was	absolutely	correct!	In	fact,	the	reason	that	some	very	large	orgs	have	such	massive	blocks	of	IP	addresses	today	is	because	of	this	old	classful	system.	This	was	particularly	a	problem	considering	that	we	were,
and	still	are,	very	much	running	out	of	IP	addresses.	In	fact,	depending	on	your	perspective,	we	already	have	run	out	of	addresses.	This	Wikpedia	article	actually	says	that	Stanford	University	used	to	own	the	36.x.x.x	Class	A	block,	but	they	gave	it	back	to	aid	in	delaying	IP	address	exhaustion.	It	gets	worse.	“Class	D”	was	reserved	for	multicast.	This	IP	block	is	224.x.x.x	all	the	way	up	to	239.x.x.x.	That’s	a	whopping	268	million	IP	addresses.	And	let	me	ask	you:	how	often	is	multicast	actually	used?	Not	enough	to	have	so	many	IP	addresses	given	to	it.	It	gets
even	worse	still.	“Class	E”	is,	to	quote	RFC	988,	“reserved	for	future	addressing	modes”.	This	is	240.x.x.x	all	the	way	up	to	255.x.x.x.	Well	guess	what:	we’re	in	the	future	now,	and	we’re	running	out	of	IP	addresses.	But	here’s	the	twist:	we	can’t	actually	use	this	Class	E	block.	Why?	Because	even	if	we	did	decide	to	start	using	them,	we	have	the	problem	of	there	being	hundreds	of	millions	of	machines	in	the	world	that	have	been	programmed	to	know	that	this	block	of	IP	addresses	is	not	yet	valid	to	be	used!	Imagine	being	given	a	block	of	IPs	that	half	your
customers	can’t	get	to.	Hardly	ideal.	(Interesting	fact:	I	have	heard	tale	that	some	very,	very	large	orgs	–	large	enough	to	program	their	own	network	stack	on	their	devices	–	are	actually	using	the	Class	E	range	internally,	basically	using	it	as	a	new,	massive	private	IP	range.	Nice!)	So,	when	we	say	there’s	4.3	billion	theoretical	addresses…	the	real	number	is	far	smaller	than	that.	Even	just	focusing	on	Classes	A,	B,	and	C,	it’s	clearly	wasteful.	If	an	org	just	wanted	eight	IP	address,	there	was	no	choice	but	to	give	them	256	addresses.	If	an	ISP	wanted	something
like	a	few	thousand	IPs,	they’d	have	to	either	be	given	individual	blocks	of	256	addresses,	or	a	massive	block	of	65,536.	Classful	addressing	didn’t	scale,	and	IPs	were	running	out	really,	REALLY	fast.	So,	the	networking	world	essentially	scrapped	the	idea	of	classful	addresses	altogether.	People	who	“owned”	particular	blocks	often	got	to	keep	those	blocks	(cough	Ford	cough	Prudential	cough),	but	they	were	no	longer	referred	to	as	classful	addresses.	Instead,	a	new	way	of	subnetting	called	“classless”	addressing	came	in.	CLASSLESS	INTER-DOMAIN
ROUTING	The	idea	behind	classless	addressing	is	that	classes	in	the	old	sense	no	longer	exist.	In	the	year	2021,	we	don’t	care	in	the	slightest	about	class	A	or	B	or	C,	apart	from	to	understand	historical	context,	and	to	go	“wow,	that	random	company	sure	does	have	a	lot	of	addresses”.	Instead,	classless	addressing	allows	us	a	lot	more	flexibility	in	the	number	of	IPs	you	can	have	in	a	network.	Let’s	take	a	look	again	at	the	values	in	each	column	of	that	binary	counting	system.	-------------------------------------------------	|	128	|		64	|		32	|		16	|		8	|	4	|	2	|	1	|	---------------------------
----------------------	See	each	of	those	numbers?	Thanks	to	classless	addressing,	you	can	now	have	a	block	of	IPs	which	contains	any	of	those	numbers.	You	could	have	a	block	with	8	IPs,	16	IPs,	32	IPs,	128	IPs,	256	IPs…	and	indeed,	you	can	keep	going.	Notice	that	as	you	go	to	the	left,	the	number	doubles.	1,	2,	4,	8,	16,	32	–	it	doubles	each	time.	So	you	can	imagine	that	after	256	you	get	512,	then	1024,	then	2048,	then	4096,	and	so	on.	As	such,	you	can	have	a	block	that	contains	512	IPs,	1024	IPs,	and	so	on.	The	formal	name	for	this	system	is	“Classless	Inter-
Domain	Routing”,	or	CIDR	for	short,	which	is	exactly	the	name	of	RFC	1519	that	defines	it.	In	casual	conversation	engineers	will	just	talk	about	subnetting,	but	you’ll	definitely	see	the	term	CIDR	a	lot	around	the	place.	In	fact,	if	you	scroll	up	and	look	at	that	WHOIS	again,	you’ll	see	it	on	the	output.	To	achieve	this,	CIDR	introduces	the	concept	of	a	“subnet	mask”,	which	is	a	number	that	tells	us	how	many	IPs	are	in	a	block.	With	a	little	bit	of	binary	counting,	we	can	also	take	any	IP	address,	look	at	its	subnet	mask,	and	work	out	exactly	what	the	first	and	last	IP
address	is	for	any	subnet	mask.	To	understand	how	subnet	masks	work,	I’m	first	going	to	tell	you	an	easy-to-understand	version	which	doesn’t	tell	the	full	story.	Then,	once	you	get	that,	we’ll	build	on	that	knowledge.	Stick	with	me!	SUBNET	MASKS	–	THE	EASY	EXPLANATION	Sometimes	you’ll	configure	your	network	settings	manually.	More	often,	you’ll	get	them	automatically	via	DHCP.	DHCP	itself	is	a	post	for	another	day,	but	basically	the	D	stands	for	Dynamic:	your	computer	calls	out	for	network	information,	and	your	router	(or	a	dedicated	DHCP	server)
will	automatically	reply	with	three	essential	pieces	of	information:	Your	IP	address	Your	subnet	mask	Your	default	gateway	Let’s	talk	about	those	first	two	pieces,	by	looking	at	this	screenshot	of	the	IPv4	settings	on	a	Windows	network	card.	This	person	has	typed	them	in	manually.	Notice	that	their	IP	address	is	192.168.1.16,	and	their	subnet	mask	is	255.255.255.0.	Notice	too	that	the	subnet	mask	is	written	in	a	similar	way	to	an	IP	address:	four	numbers,	each	with	a	dot	in	between.	Let’s	write	these	numbers	on	top	of	each	other.	Here’s	the	concept.	When	a
number	in	the	subnet	mask	is	a	255,	the	equivalent	number	above	it	in	the	IP	address	cannot	change.	However,	when	the	number	in	a	subnet	mask	is	a	zero,	the	equivalent	number	in	the	IP	address	can	indeed	change.	That	means	that	in	this	example,	the	first	three	octets	of	the	IP	address	–	192.168.1	–	cannot	change,	but	the	final	number	can	be	anything	from	0	to	255.	That	means	that	our	block	of	IPs	here	is	192.168.1.anything,	giving	us	a	block	of	256	IP	addresses	in	total,	from	192.168.1.0	up	to	192.168.1.255,	and	anything	in	between.	A	subnet	mask	kind
of	“locks	in”	a	section	at	the	start	of	the	address,	and	then	lets	you	do	what	you	like	with	the	rest.	In	fact,	for	that	very	reason,	we	often	call	that	first	section	(192.168.1	in	this	case)	the	“network”	part	of	the	address,	and	the	rest	of	it	the	“host”	portion,	because	that’s	the	bit	that	you’re	free	to	assign	to	your	hosts.	If	you	had	a	subnet	mask	of	255.255.0.0,	this	would	mean	that	the	first	two	octets	were	the	“network”	portion,	and	you	could	do	anything	you	like	with	the	other	two	host	octets.	That	subnet	mask	gives	you	65,536	IPs	to	play	with.	SLASH	NOTATION
Before	we	take	subnet	masks	to	the	next	level,	here’s	something	cool.	If	you	were	to	write	out	255.255.255.0	in	binary,	it	would	look	like	this:	255	.	255	.	255	.	0	11111111.11111111.11111111.00000000	There	are	twenty-four	1s	in	a	row	there.	As	such,	a	much	cleaner	and	quicker	way	of	writing	255.255.255.0	is	to	simply	write	it	in	“slash	notation”,	which	looks	like	this:	/24	Wow.	That’s	much	easier	to	write!	And	yet,	amazingly,	a	lot	of	computer	and	network	OSs	don’t	let	you	write	it	like	this.	Instead,	they	insist	that	you	give	up	valuable	seconds	of	your	time
to	write	it	out	in	the	long-form	of	255.255.255.0.	As	for	255.255.0.0,	you	could	alternatively	write	that	simply	as	/16.	Slash	notation	is	real	nice!	SUBNET	MASKS	–	THE	NEXT	LEVEL	Up	until	now,	our	example	subnet	masks	just	give	us	the	same	amount	of	IPs	as	the	classful	addressing	scheme,	in	that	our	example	subnets	have	either	given	us	256	IPs,	or	65,536	IPs.	However,	the	explanation	of	the	binary	of	it	all	actually	hints	at	how	subnetting	allows	us	to	do	far	more	than	that.	Let’s	imagine	that	we	wanted	a	subnet	that	contained	128	addresses.	To	do	that,
we	would	use	a	subnet	mask	of	255.255.255.128.	Why	is	that?	Well,	let’s	take	a	look	at	what	that	number	looks	like	if	we	write	it	in	binary:	255	.	255	.	255	.	128	11111111.11111111.11111111.10000000	Did	you	notice	how,	in	the	final	octet,	there	is	now	a	1	at	the	start?	I’ve	highlighted	it	in	red	above.	Well,	with	that	in	mind,	let’s	now	give	a	more	accurate	definition	of	how	subnet	masks	work.	Earlier	on	we	said	that	if	an	octet	in	the	subnet	mask	was	255,	then	the	equivalent	number	in	the	IP	has	to	stay	the	same.	That	is	true,	but	there’s	a	bit	more	to	it	than
that	–	because	it	would	be	more	accurate	to	say	that	this	actually	happens	on	a	bit-by-bit	level,	like	this:	192	.	168	.	1	.	16	:			11000000.10101000.00000001.00010000	255	.	255	.	255	.	0	:		11111111.11111111.11111111.00000000	In	other	words,	if	a	bit	in	the	subnet	mask	is	set	to	1,	then	the	equivalent	bit	in	the	IP	address	also	has	to	stay	the	same.	But	if	the	bit	in	the	subnet	mask	is	a	zero,	then	you	can	do	whatever	you	want	with	it!	And	with	that	in	mind,	I	bet	that	a	subnet	mask	of	255.255.255.128	suddenly	becomes	a	whole	lot	easier	to	understand.	Imagine
if	I	told	you	that	we	had	a	block	of	IPs	that	started	at	192.168.1.128,	and	we	have	a	subnet	mask	of	255.255.255.128.	Let’s	draw	this	out	in	binary:	192	.	168	.	1	.	128:	11000000.10101000.00000001.10000000	255	.	255	.	255	.	128:	11111111.11111111.11111111.10000000	That	final	1	in	the	last	octet	means	that	the	bit	above	it	can’t	change.	But	as	for	the	other	seven	bits,	you	can	do	what	you	like!	That	means	that	the	final	octet	in	the	IP	address	can	be	anything	starting	from	128	(10000000)	up	to	255	(11111111).	Here’s	some	examples:	192.168.1.129
(10000001)	192.168.1.130	(10000010)	192.168.1.200	(11001000)	192.168.1.254	(11111110)	Here’s	a	quick	exercise	for	you:	Try	writing	out	the	subnet	mask	255.255.255.192	in	binary.	Now	try	writing	out	the	IP	address	192.168.1.64	in	binary.	Finally,	if	I	told	you	that	192.168.1.64	was	the	first	address	in	a	block	of	IPs,	and	255.255.255.192	was	the	subnet	mask,	can	you	see	if	you	can	work	out	what	the	final	IP	in	the	block	is	–	and	how	many	IPs	there	are	in	total?	If	not,	click	this	link	to	see	the	answer:	it’s	a	link	to	a	subnet	mask	calculator,	with	this	exact
question	already	answered.	Bonus	points	if	you	can	work	out	the	slash	notation	for	that	subnet	mask!	SOME	OTHER	EXAMPLES	OF	SUBNET	MASKS	So	in	total,	subnet	masks	go	from	/32	(255.255.255.255,	which	means	a	single	host	machine)	to	/0	(0.0.0.0	–	the	entire	internet).	If	you	want	a	full	list	of	every	subnet	mask,	give	this	excellent	cheat	sheet	a	look,	by	Jeremy	at	PacketLife.	I’ve	regularly	printed	this	out	and	given	it	to	new	1st	liners	in	orgs	that	I’ve	worked	for.	(UPDATE,	NOV	2024:	Since	writing	this	post,	I’m	sad	to	say	that	PacketLife	seems	to	be
permanently	offline.	For	this	reason	alone,	I’ve	uploaded	a	copy	of	the	subnetting	cheat	sheet.	I	did	not	make	this	PDF.	All	credit	goes	to	Jeremy	Stretch.	I	hope	that	the	author	won’t	mind	me	serving	this	file	on	my	own	domain.	Once	you’ve	progressed	a	little	in	your	networking	studies,	please	follow	him	on	GitHub,	and	check	out	his	NetBox	project	for	administering	network	automation.)	In	any	case,	it’s	well	worth	memorising	the	subnet	mask,	slash	notation,	and	IP	size	of	the	/32,	/30,	/29,	/24	and	/23	ranges,	because	you’ll	see	them	the	most.	/32
(255.255.255.255)	is	the	subnet	mask	for	a	single	machine,	because	every	single	bit	in	the	subnet	mask	is	set	to	1.	In	other	words,	nothing	can	change.	You	would	use	this	on	the	loopback	interface	of	a	router,	or	in	a	firewall	rule	that	refers	to	a	specific	machine.	/29	(255.255.255.248)	gives	you	eight	IPs.	If	you	buy	a	corporate	internet	connection	from	an	ISP,	it’s	common	for	you	to	get	a	block	of	eight	public	IPs	with	it.	/24	(255.255.255.0)	is	very	common	on	a	LAN.	It	gives	you	256	IPs.	If	you	need	more,	you	can	jump	up	to	/23,	which	is	written	as
255.255.254.0.	This	gives	you	512	IPs.	That	might	seem	like	a	big	jump,	but	in	practice	this	is	almost	always	done	using	private	IP	addresses,	so	it’s	generally	not	as	wasteful	as	it	might	seem.	As	for	/30	and	/31,	we’ll	come	back	to	those	in	a	moment.	One	final	thing.	Do	you	remember	that	we	mentioned	how	the	first	section	of	the	address	is	called	the	“network”	portion?	For	this	reason,	network	engineers	also	often	use	the	word	“prefixes”	to	refer	to	routes	that	a	router	learns	or	advertises.	The	word	comes	from	the	fact	that	we’re	learning	blocks	of	IPs	rather
than	each	individual	IP	address,	and	so	the	router	only	really	cares	about	the	first	portion	of	the	address,	or	the	“prefix”,	along	with	the	subnet	mask.	That	is	as	opposed	to	the	host	portion,	which	you	could	call	the	“suffix”.	THE	FIRST	AND	LAST	IP	IN	ANY	RAGE	IS	RESERVED	Up	until	this	point	we’ve	said	that	255.255.255.0,	or	/24,	gives	you	256	IP	addresses.	This	is	true.	But	to	be	more	precise,	you	only	get	254	usable	addresses.	This	is	because	the	first	and	last	IPs	of	any	block	of	IPs	are	actually	reserved.	Check	it	out:	The	last	IP	in	any	block	is	known	as
the	“broadcast	address”.	If	you	send	traffic	to	this	address,	it	gets	sent	to	everyone	on	the	subnet.	You	personally	would	rarely	do	this,	but	your	computer	does	it	all	the	time	to	work	out	what	other	machines	are	on	the	network.	The	first	IP	in	any	block	is	known	as	the	“network	address”.	Technically	this	address	doesn’t	have	an	actual	“use”.	Rather,	it	just	defines	where	the	block	of	IPs	begins.	For	reasons	unknown	to	me,	it	was	decided	that	this	was	enough	reason	to	“reserve”	this	IP	so	that	it	can’t	actually	be	used.	If	you’ve	got	a	LAN	of	192.168.1.0/24,	the
last	IP	in	your	range	–	the	broadcast	address	–	can	never	be	used	by	a	host.	That	would	be	192.168.1.255	in	this	case.	The	first	IP	–	the	network	address	–	also	can’t	be	used	on	a	LAN.	In	this	case,	that	would	be	192.168.1.0.	Here’s	something	to	consider	though.	Imagine	that	we	had	a	LAN	with	a	/23	subnet	–	that’s	255.255.254.0,	which	gives	us	512	addresses.	Let’s	imagine	that	we	have	the	address	range	192.168.2.0/23	for	our	LAN.	That	gives	us	a	block	of	512	IP	addresses,	from	192.168.2.0	up	to	192.168.3.255.	Check	it	out:	192	.	168	.	2	.	0	:		
11000000.10101000.00000010.00000000	255	.	255	.	254	.	0	:		11111111.11111111.11111110.00000000	Do	you	see	how	the	third	octet	in	the	subnet	mask	is	254?	Notice	how,	when	it’s	written	in	binary,	the	final	binary	digit	is	a	0.	That	means	that	the	bit	above	it	in	the	IP	is	allowed	to	change.	At	the	moment	it’s	written	as	00000010.	Well,	if	we	can	only	change	the	final	bit,	then	that	basically	gives	us	two	options:	Decimal	2,	aka	binary	00000010	Decimal	3,	aka	binary	00000011	That’s	why	this	subnet	masks	gives	us	IPs	of	192.168.2.anything,	and	also
192.168.3.anything.	That’s	512	address	in	total.	That’s	a	really	important	aspect	of	classless	routing:	you’re	no	longer	bound	to	“just”	256	addresses.	Instead,	you	can	actually	have	subnets	that	contain	even	more	IPs	than	that!	The	boundary	is	no	longer	at	the	octet	itself,	but	instead	is	on	a	bit-by-bit	level.	With	that	in	mind,	here’s	a	question.	In	this	network,	can	I	assign	the	address	192.168.2.255	to	a	machine?	The	answer….	is	yes!	Remember	that	this	subnet	mask	gives	us	a	block	of	512	IPs,	not	two	blocks	of	256.	That	means	that	apart	from	the	first	and	last
address	(192.168.2.0	and	192.168.3.255)	we	can	use	any	IPs	we	like,	including	192.168.2.255,	and	192.168.3.0.	Nice!	ACTUALLY…	SOMETIMES,	YOU	CAN	USE	THE	FIRST	AND	LAST	ADDRESS!	Interestingly,	some	computers	and	devices	will	actually	let	you	use	the	network	address	–	the	first	address	in	a	range.	But	other	devices	won’t,	and	you’ll	get	problems	communicating	between	them	on	the	network,	so	you’re	better	off	just	not	using	it	even	if	you	can.	However,	imagine	that	you	had	a	block	of	eight	public	IPs,	something	like	203.0.113.8/29.	That
would	give	you	203.0.113.8	up	to	203.0.113.15.	It	is	quite	common	for	an	organisation	to	configure	this	range	on	a	firewall,	in	such	a	way	that	it	doesn’t	belong	on	a	particular	interface,	but	instead	belongs	to	a	pool	of	IPs	that	can	be	NATted	–	that	is	to	say,	translated	into	a	private	address.	For	example,	you	might	configure	the	firewall	to	say	“if	you	receive	any	traffic	destined	to	203.0.113.9,	translate	the	address	to	192.168.1.5”.	In	this	situation,	interestingly,	you	often	actually	can	use	the	network	and	broadcast	addresses,	because	these	addresses	aren’t
assigned	to	a	LAN	in	the	traditional	sense.	There	is	no	“broadcast”	in	this	situation,	because	the	block	of	eight	IPs	isn’t	tied	to	an	actual	interface:	each	IP	almost	acts	on	its	own	from	the	perspective	of	the	NAT	rules.	Depending	on	your	firewall	vendor,	you	might	legitimately	be	able	to	use	all	eight	IPs!	I	only	mention	that	because	some	books	will	say	that	you	can	never	ever	use	the	first	or	last	IP	in	a	range.	In	actual	fact	though,	that	isn’t	strictly	true.	In	fact,	with	that	in	mind,	there’s	one	other	situation	where	you	can	use	the	first	and	last	address.	/31	–	A
SUBNET	MASK	WITH	JUST	TWO	IPs	Here’s	an	interesting	one:	think	of	a	point-to-point	link.	This	picture	shows	three	routers.	The	top	router	has	cable	running	straight	to	the	middle	router.	Then,	the	middle	router	has	a	link	straight	to	the	bottom	router.	Each	of	these	links	are	their	own	subnet;	there	are	no	other	machines	on	that	part	of	the	network.	So:	two	routers,	connected	directly	together.	You	need	to	give	them	each	an	IP,	and	you	need	to	choose	an	appropriate	subnet	mask	that	doesn’t	waste	IP	addresses.	You	only	really	need	two	IPs	for	the	subnet,
right?	One	for	Router	A,	and	one	for	Router	B.	So	perhaps	a	/31	–	that	is,	255.255.255.254	–	might	be	appropriate.	After	all,	if	you	check	your	subnet	mask	cheat	sheet,	you’ll	see	that	this	would	give	you	two	IPs	exactly,	right?	But	here’s	the	catch.	Remember	that	the	first	and	last	IP	of	any	block	is	reserved.	You	can’t	use	them.	That	means	that	both	IPs	in	the	range	have	already	been	used	before	you’ve	even	had	a	chance	to	allocate	them!!	Up	until	about	a	decade	ago,	it	was	exactly	this	reason	that	led	many	organisations	to	actually	use	a	/30	–	that	is,
255.255.255.252	–	for	point-to-point	links.	This	gives	you	four	IPs,	of	which	two	are	reserved,	leaving	you	with	two	usable.	Hmm.	Well,	that	does	the	job	–	but	it’s	pretty	wasteful,	right?	Scale	that	out	to	a	service	provider	network	of	many	hundreds	of	links,	and	you’ll	burn	through	IPs	pretty	quickly.	That’s	why,	in	December	2000,	RFC	3021	changed	things.	This	RFC	is	called	“Using	31-Bit	Prefixes	on	IPv4	Point-to-Point	Links”,	and	it	makes	an	exception	to	the	/31	subnet	mask.	After	all,	what	sense	does	it	make	to	have	a	“broadcast”	address	on	a	subnet	with
only	two	IPs,	where	the	two	devices	are	plugged	into	each	other	directly?	No	sense!	No	sense,	is	what	it	makes.	And	as	for	the	network	address	(the	first	address	in	the	range),	we’ve	said	before	that	it	isn’t	really	“used”	on	the	link,	it’s	more	informational.	So,	this	RFC	liberates	the	/31	subnet	mask	so	that	it	can	indeed	be	used	on	point-to-point	links.	RFCs	take	a	while	for	vendors	to	adopt,	and	for	the	community	to	realise	it’s	a	possibility.	Even	when	more	progressive	vendors	adopt	it	quickly,	others	may	be	slower,	leading	to	inter-operational	issues.	As	such,	it
took	a	little	while	to	really	take	hold.	But	in	the	year	2021,	any	decent	networking	device	will	allow	this	subnet	mask	on	an	interface,	and	you’ll	very	commonly	see	it	on	core	links.	ONE	THING	TO	NOTE	WHEN	LOOKING	AT	ROUTING	TABLES	Apart	from	understanding	the	history	of	networking,	and	understanding	why	certain	IP	blocks	have	been	allocated	in	the	way	they	have	been,	there	is	one	other	reason	to	understand	classful	ranges:	for	reasons	that	absolutely	baffle	me,	when	you	look	at	a	routing	table	on	a	router,	some	vendors	to	this	day	present	this
information	to	you	by	showing	you	a	classful	range,	and	then	showing	you	the	individual	classless	addresses	underneath	it.	So	for	example,	if	you’ve	got	four	LANs	in	your	network,	and	you’ve	assigned	them	10.10.10.0/24,	10.10.20.0/24,	10.10.30.0/24,	and	10.10.128.0/23,	the	router	OS	might	say	“10.0.0.0/8	has	been	variably	subnetted	4	times”,	and	will	then	list	those	four	subnets	underneath	it.	Personally,	I	think	that’s	absolutely	bonkers	in	the	year	2021.	Classful	addressing	is	long	dead,	and	I	couldn’t	care	less	that	10.0.0.0/8	has	been	subnetted!	What	I
care	about	is	the	four	CIDR	prefixes.	You	know:	on	account	of	it	being	the	year	2021.	In	any	case,	earlier	when	I	said	that	we	don’t	care	in	the	slightest	about	classful	addressing,	it	would	in	fact	be	more	accurate	to	say	that	we	don’t	care,	unless	we’re	using	a	networking	OS	that	still	insists	on	displaying	routes	by	referring	to	the	classful	address.	Lol.	Y’all	know	I’m	a	Juniper	guy.	If	you	do	a	“show	route”	on	Junos,	it	just	lists	all	the	prefixes	in	numerical	order,	along	with	their	slash-notation	subnet	mask.	Real	easy	to	read!	A	FINAL	NOTE	ON	TERMINOLOGY
Although	this	post	is	long,	I	want	to	end	on	something	that	makes	me	cross	when	I	hear	it,	and	which	I	can	help	you	to	avoid.	There	are	some	situations	nowadays	when	someone	might	describe	themselves	as	having	a	Class	A/B/C	subnet	–	and	almost	all	of	these	situations	should	make	you	raise	an	eyebrow.	Perhaps	you’re	talking	with	the	head	network	architect	at	Apple	or	Ford	or	Prudential,	who	says	they	have	a	Class	A	block.	They’re	technically	correct.	That	one	is	fine.	Perhaps	you’re	talking	with	someone	who	has	decided	to	use	192.168.10.0/24	for	their
LAN,	and	describes	this	as	using	a	“Class	C	block”,	or	a	“Class	C	subnet	mask”.	This	situation	is	interesting.	They’re	technically	not	wrong,	but	remember	that	classful	addressing	doesn’t	exist	any	more.	As	such,	many	network	engineers	just	think	that	using	a	term	like	this	is	a	bit	weird	in	the	year	2021.	It’s	much	more	correct	and	useful	to	say	“I’m	using	192	dot	168	dot	10	dot	0	slash	24”,	or	even	just	“192	dot	168	dot	10	slash	24”,	because	the	final	zero	is	implied	from	the	subnet	mask.	If	you	describe	your	network	in	terms	of	the	classful	addresses	it	uses…
well,	you	can	see	why	it’s	a	bit	archaic.	But	here’s	the	one	that	really	makes	me	cross.	Perhaps	you’re	talking	with	someone	who	says	“I’m	using	10.20.30.0	on	my	LAN	with	a	Class	C	subnet	mask”.	NO	NO	NO	NO	NO	NO	NO	NO.	NO	YOU’RE	NOT.	NO.	NO!!	You	can	see	what	they’re	trying	to	say:	a	Class	C	range	had	256	addresses,	and	a	/24	(255.255.255.0)	also	has	256	addresses.	But	firstly,	the	IP	they’re	using	isn’t	in	the	Class	C	range,	and	secondly,	it’s	confusing	as	hell	to	describe	it	like	that.	Pure	nonsense.	If	you	hear	someone	describe	things	like	that,
don’t	let	them	get	away	with	it!	It’s	the	enemy	of	clarity	–	and	again,	completely	unnecessary	in	the	modern	world.	THAT’S	IT!	Or	at	least,	that’s	it	for	this	blog	post.	Now	that	you	can	read	subnet	masks	and	know	how	many	IPs	are	in	a	block,	in	both	CIDR	style	or	slash	notation	style,	you’re	well	on	your	way	to	being	able	to	sit	down	and	work	out	by	hand	some	of	the	trickier	problems	of	subnetting!	For	example:	if	someone	gave	you	192.168.128.0/20,	and	said	“I	need	one	LAN	that	can	host	300	machines,	another	that	can	host	65	machines,	and	another	that
can	host	eleven	machines”,	see	if	you	can	work	out	the	most	efficient	way	to	do	it.	It’s	okay	to	have	unused	IPs	in	each	block,	and	it’s	okay	to	also	not	use	the	entire	/20	range.	That’s	a	real	advanced	one,	so	don’t	worry	if	you’re	not	sure	how	to	do	it.	When	you	study	a	vendor	cert,	you’ll	go	over	the	math	of	subnetting	over	and	over	again,	and	it	will	soon	become	second	nature	to	you.	Before	I	leave	you,	here’s	a	protip.	In	exams,	make	sure	to	be	aware	of	when	you’re	being	asked	“how	many	IPs	are	in	this	subnet”	versus	“how	many	usable	IPs	are	in	this
subnet”.	The	two	questions	are	subtly	different!	If	the	exam	has	been	written	correctly,	each	of	these	two	questions	has	a	different	answer.	If	you	enjoyed	this	post	then	I’d	love	it	if	you	shared	it	on	your	favourite	social	media	of	choice.	If	you’re	on	Mastodon,	follow	me	to	find	out	when	I	make	new	posts.	(2024	edit:	I’m	also	on	BlueSky	nowadays	too.	I	was	once	on	Twitter,	but	I’ve	given	up	on	it,	on	account	of…	well,	I	don’t	need	to	finish	that	sentence,	do	I.)	And	if	you	fancy	some	more	learning,	take	a	look	through	my	other	posts.	I’ve	got	plenty	of	cool	new
networking	knowledge	for	you	on	this	website,	especially	covering	Juniper	tech	and	service	provider	goodness.	It’s	all	free	for	you,	although	I’ll	never	say	no	to	a	donation.	This	website	is	100%	a	non-profit	endeavour,	in	fact	it	costs	me	money	to	run.	I	don’t	mind	that	one	bit,	but	it	would	be	cool	if	I	could	break	even	on	the	web	hosting,	and	the	licenses	I	buy	to	bring	you	this	sweet	sweet	content.	Thank	you	very	much	for	reading!	Quick	Definition:	Subnetting	is	the	process	of	taking	a	network	and	splitting	it	into	smaller	networks,	known	as	subnets.	It's	used	to
free	up	more	public	IPv4	addresses	and	segment	networks	for	security	and	easier	management.Subnetting	is	a	fundamental	aspect	of	IP	network	design	and	administration.	This	practice	offers	numerous	benefits,	including	the	more	efficient	use	of	IP	addresses,	reduced	network	traffic,	improved	security,	and	scalability.	To	understand	subnetting,	you	first	need	to	understand	the	decimal	and	binary	structure	of	an	IP	address.A	Quick	Rundown	of	IP	Addresses	and	BinaryTo	understand	subnetting,	you	should	first	understand	an	IP	address's	decimal	and	binary
structure.Let's	start	with	the	basics.	Here's	what	an	IP	address	looks	like:	192.168.1.20An	IPv4	address	is	a	32-bit	number.	To	simplify	addresses,	they	are	divided	into	four	8-bit	numbers	—	or	octets	—	separated	by	a	decimal	point.	These	octets	range	in	number	from	zero	to	255.Why	do	octets	only	go	up	to	255?	Because	they're	binary.The	biggest	IP	address	possible	is	255.255.255.255In	binary,	this	IP	address	looks	like	this:	11111111.11111111.11111111.11111111Note	that	there	are	eight	numbers	between	the	decimal	points.	Each	number	represents	a	bit.
Hence,	the	term	octet	or	the	8-bit	number	grouping.Binary	corresponds	to	this	table:Let's	use	this	binary	number,	for	example:	10000001Every	1	in	a	binary	number	"turns	on"	the	number	in	its	position.	So,	1	in	the	first	and	last	positions	"turn	on"	128	and	1.Add	up	all	the	positions	to	get	the	decimal	number:	128	+	1	=	129When	all	the	positions	are	"turned	on,"	they	add	up	to	255.You	can	see	how	it	works	here.	These	are	the	most	common	octets	you'll	encounter	in
subnetting:128643216842111111111111111101111110011111000111100001110000011000000How	to	Define	the	Network	Portion	of	a	Subnet	IP	AddressDuring	the	early	stages	of	the	internet,	organizations	assigned	IP	addresses	like	crazy	until	we	nearly	ran	out.	Luckily,	the	designers	of	IP	addressing	came	up	with	a	way	to	end	this	wasteful	practice:	Dividing	networks	using	subnetting.The	process	of	taking	an	extensive	network	and	splitting	it	into	smaller	networks	is	known	as	subnetting	—	and	it's	freeing	up	more	public	IPv4	addresses.There	are	two
parts	to	an	IP	address:	The	network	portion	and	the	host	portion.It's	like	the	address	for	a	house.	The	network	portion	is	like	the	city,	state,	and	zip	code.	The	host	portion	is	like	the	house	and	street	number.A	subnet	defines	the	number	of	bits,	out	of	32,	used	for	the	"network	portion"	of	the	address.	Subnet	masks	can	also	be	defined	in	a	more	common	'slash'	representation	called	CIDR	notation.	In	the	following	table,	the	red	digits	represent	the	bits	used	for	the	network.	The	black	digits	will	be	used	for	device	IP	addresses.	Note	that	the	255.0.0.0	mask	can
also	be	represented	as	a	'/8'	because	it	reserves	8	bits	of	the	overall	32	bits	used	to	describe	an	IPv4	address	as	the	network	portion.Bits	used	for	maskDefault	netmaskSubnet	binary/8255.0.0.011111111.00000000.00000000.00000000/16255.255.0.011111111.11111111.00000000.00000000/24255.255.255.011111111.11111111.11111111.00000000For	example,	you	might	have	a	network	with	devices	(known	as	hosts)	with	the	following	IP	addresses:Network:	172.16.56.0Computer	1:	172.16.56.40Computer	2:	172.16.56.55Printer	1:	172.16.56.100In	this	case,
the	network	uses	24	bits	(or	three	octets).	Notice	that	every	host	device	in	the	network	has	the	same	first	three	octets.	That's	the	network	portion	of	the	IP	address	with	a	/24	mask.IP	address:	172.16.56.40Mask:	255.255.255.0Binary	mask:	11111111.11111111.11111111.00000000The	last	octet	is	the	host	portion	of	the	IP	address.	That's	where	you'd	assign	your	devices.	In	this	case,	you	could	assign	up	to	254	hosts.	(More	on	that	later.)IP	address:	172.16.56.40Mask:	255.255.255.0Binary	mask:	11111111.11111111.11111111.00000000Let's	look	at	the	table
again.	If	it	were	/16,	the	first	two	octets	would	be	the	network	portion,	and	the	host	portion	would	occupy	the	last	two	octets.Bits	used	for	maskDefault	netmaskSubnet	binary/16255.255.0.011111111.11111111.00000000.00000000If	it	were	an	/8	network,	then	only	the	first	octet	would	be	the	network	portion.Bits	used	for	maskDefault	netmaskSubnet	binary/8255.0.0.011111111.00000000.00000000.00000000These	are	the	most	common	masks	because	they're	the	simplest,	but	you	have	to	subnet	when	you	need	more	than	one	network.	Subnetting	lets	you
choose	the	number	of	bits	for	the	Network	portion.	You	can	even	steal	bits	from	the	host	portion	of	the	network.Here's	what	the	full	subnet	mask	table	looks	like.	In	this	table,	1s	represent	the	network	portion,	and	0s	represent	the	host	portion.SlashNetmask1st	Octet2nd	Octet3rd	Octet4th
Octet/30255.255.255.25211111111111111111111111111111100/29255.255.255.24811111111111111111111111111111000/28255.255.255.24011111111111111111111111111110000/27255.255.255.22411111111111111111111111111100000/26255.255.255.19211111111111111111111111111000000/25255.255.255.12811111111111111111111111110000000/24255.255.255.011111111111111111111111100000000/23255.255.254.011111111111111111111111000000000/22255.255.252.011111111111111111111110000000000/21255.255.248.011111111111111111111100000000000/20255.255.240.011111111111111111111000000000000/19255.255.224.011111111111111111110000000000000/18255.255.192.011111111111111111100000000000000/17255.255.128.011111111111111111000000000000000/16255.255.0.011111111111111110000000000000000/15255.254.0.011111111111111100000000000000000/14255.252.0.011111111111111000000000000000000/13255.248.0.011111111111110000000000000000000/12255.240.0.011111111111100000000000000000000/11255.224.0.011111111111000000000000000000000/10255.192.0.011111111110000000000000000000000/9255.128.0.011111111100000000000000000000000/8255.0.0.011111111000000000000000000000000/7254.0.0.011111110000000000000000000000000/6252.0.0.011111100000000000000000000000000/5248.0.0.011111000000000000000000000000000/4240.0.0.011110000000000000000000000000000/3224.0.0.011100000000000000000000000000000/2192.0.0.011000000000000000000000000000000/1128.0.0.010000000000000000000000000000000What
are	IP	Address	Classes?To	complicate	things	further,	IP	addresses	have	five	classes,	but	only	three	are	applicable	to	subnetting	—	A,	B,	C.Here	are	the	IP	address	ranges	by	class:Class	A	=	1.0.0.0	to	127.0.0.0Class	B	=	128.0.0.0	to	191.255.0.0Class	C	=	192.0.0.0	to	223.255.255.0Remember,	these	IP	addresses	are	represented	in	binary.Here	are	the	largest	subnet	IP	addresses	in	these	ranges:ClassNetmask1st	Octet2nd	Octet3rd	Octet4th	OctetClass	A127.0.0.001111110000000000000000000000000Class
B191.255.0.010111111111111110000000000000000Class	C223.255.255.011011111111111111111111100000000This	is	important	because	it	affects	the	number	of	hosts	and	subnets	available	in	a	network.Notice	that	Class	A	addresses	provide	the	most	room	for	host	addresses	(the	black	digits).	That's	because	the	network	portion	only	occupies	the	first	octet.	Most	large	enterprises	use	Class	A	IP	addresses	for	this	reason.	You	can	connect	more	devices	to	a	Class	A	network	than	a	Class	C.	ClassNetmask1st	Octet2nd	Octet3rd	Octet4th	OctetClass
A127.0.0.001111111000000000000000000000000In	every	class,	you	can	steal	bits	from	the	hosts	to	create	more	subnets	but	also	reduce	the	number	of	hosts.	Notice	how	stealing	just	one	bit	for	the	network	significantly	drops	the	number	of	hosts.Class	A	Subnet	Netmasks	and	HostsNetwork	BitsSubnet	MaskNumber	of	SubnetsNumber	of
Hosts/8255.0.0.0016,777,214/9255.128.0.008,388,606/10255.192.0.024,194,302/11255.224.0.062,097,150/12255.240.0.0141,048,574/13255.248.0.030524,286/14255.252.0.062262,142/15255.254.0.0126131,070/16255.255.0.025465,534/17255.255.128.051032,766/18255.255.192.01,02216,382/19255.255.224.02,0468,190/20255.255.240.04,0944,094/21255.255.248.08,1902,046/22255.255.252.016,3821,022/23255.255.254.032,766510/24255.255.255.065,534254/25255.255.255.128131,070126/26255.255.255.192262,14262/27255.255.255.224524,28630/28255.255.255.2401,048,57414/29255.255.255.2482,097,1506/30255.255.255.2524,194,3022Class
B	IP	addresses	offer	fewer	hosts	than	Class	A	because	its	network	portion	occupies	the	first	two	octets.	ClassNetmask1st	Octet2nd	Octet3rd	Octet4th	OctetClass	B191.255.0.010111111111111110000000000000000Class	B	Subnet	Netmasks	and	Hosts	Network	BitsSubnet	MaskNumber	of	SubnetsNumber	of
Hosts/16255.255.0.0065,534/17255.255.128.0032,766/18255.255.192.0216,382/19255.255.224.068,190/20255.255.240.0144,094/21255.255.248.0302,046/22255.255.252.0621,022/23255.255.254.0126510/24255.255.255.0254254/25255.255.255.128510126/26255.255.255.1921,02262/27255.255.255.2242,04630/28255.255.255.2404,09414/29255.255.255.2488,1906/30255.255.255.25216,3822Class	C	IP	addresses	offer	the	fewest	hosts	because	the	network	portion	occupies	three	octets.	ClassNetmask1st	Octet2nd	Octet3rd	Octet4th	OctetClass
C223.255.255.011011111111111111111111100000000You	might	notice	that	your	home	router's	default	IP	address	falls	into	the	Class	C	category.	This	special	subnet	is	reserved	for	private	IP	addresses;	you	can	read	why	in	the	Network	Address	Translation	article.Class	C	Subnet	Netmasks	and	Hosts	Network	BitsSubnet	MaskNumber	of	SubnetsNumber	of	Hosts/24255.255.255.00254/25255.255.255.1280126/26255.255.255.192262/27255.255.255.224630/28255.255.255.2401414/29255.255.255.248306/30255.255.255.252622These	standards	make
subnetting	a	little	easier.	For	example,	if	you	choose	a	Class	'C'	address,	you	know	it	uses	at	least	24	bits	(/24)	of	the	32	available	bits	for	the	network	portion	of	the	address.How	to	Subnet	in	IPv4Now	that	we	know	about	classes,	binary,	and	subnets.	Let's	dive	into	a	subnet.Here's	the	IP	address	we'll	use:	43.17.255.71/27Here's	what	it	looks	like	in	binary:00101011.000100011.111111.01000111From	the	IP	address,	we	already	know	two	things:It's	a	Class	A	IP	AddressIt	must	have	at	least	eight	network	bits,	but	we're	giving	it	27	bitsIn	that	case,	we	know	the
network	portion	of	the	subnet	will	occupy	these	bits:	Network	BitsSubnet	Mask1st	Octet2nd	Octet3rd	Octet4th	Octet/27255.255.255.22411111111111111111111111111100000Let's	reverse	engineer	this	last	octet	to	determine	the	network	portion	of	the	address	or	what	the	subnet	is	for	this	address.Here's	what	we	want	to	do:Determine	the	number	of	allowed	subnets	using	the	/27	network	maskDetermine	what	subnet	the	address	lies	inHere's	an	example:1.	Determine	number	of	allowed	subnets	using	/27	network	mask.Here's	the	binary	representation	of	the
possibilities	for	the	last	octet	with	a	/27	mask:	000|00000001|00000010|00000011|00000100|00000101|00000110|00000111|000000326496128160192224This	gives	us	eight	possible	subnets	with	the	/27	mask.2.	How	to	determine	what	subnet	your	IP	address	livesNow,	let's	find	the	subnet	address	where	this	IP	address	resides.Remember	that	the	IP	address	is	43.17.255.71We	are	only	looking	at	the	last	octet	because	the	first	three	octets	are	the	network	portion.43.17.255.71We	just	have	to	take	a	look	at	our	table	again.	71	falls	above	the	43.17.255.64
subnet	and	below	the	43.17.255.96	subnet.	So	it	belongs	in	the	43.17.255.64	subnet.	SubnetLast	OctetBlock	sizeIP	Address10+3243.17.255.0232+3243.17.255.32364+3243.17.255.64496+3243.17.255.965128+3243.17.255.1286160+3243.17.255.1607192+3243.17.255.1928224+3243.17.255.224We	now	have	the	subnet	for	43.17.255.71:	43.17.255.64.That	seemed	like	a	lot	of	work,	right?	If	you	are	logged	in	to	a	Cisco	router	that's	connected	to	the	subnet,	there's	a	more	efficient	and	easier	way	to	get	the	subnet.	Using	the	command	"show	ip	route"	in	the
Cisco	router	command	line,	the	output	includes	the	subnet	for	the	IP	address.Of	course,	you	won't	always	have	the	command	line	at	your	fingertips.	That's	why	it's	important	to	understand	how	IPv4	addressing	works	and	be	able	to	calculate	subnets.	Using	a	chart	like	the	one	above	and	the	method	we	covered	makes	that	process	easier.	You	can	identify	addresses	from	subnets	in	minutes,	even	seconds.	Who	knows,	you'll	want	to	tackle	IPv6	subnetting	at	that	point.For	now,	Keith	Barker	explains	how	to	reverse	engineer	an	IPv4	address.


